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Abstract. Being able to insert new objects into images is an important problem for both artistic image editing and for data augmentation.
For a successful image manipulation, the plausible placement and the
blending of the new objects in the image are critical. In this paper, we
propose a fast method for the automatic selection of plausible locations
for object insertion into images. Like previous work, we approach the
object placement problem as a detection problem – given a bounding
box, we evaluate whether an object is present inside the box based only
on the neighborhood of the box. However, previous work requires a forward pass for each potential bounding box location. We propose instead
to make use of masked convolutions to compute featuremaps for left,
right, top and bottom contexts just once per image. Combining these
features in such a way that no information from inside a bounding box
is propagated to the final classifier allows the model to evaluate a grid
of proposals on the featuremaps rather than on the image, speeding up
inference dramatically. We validate that our model can generate plausible placements using experiments on the COCO dataset and on a user
study. Our method trades off speed for performance, as compared to a
patch based approach.
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Introduction

Much progress has been made in the area of automatic editing of images. Notable
examples of editing whole existing images are style transfer [22], image-to-image
translation [6], and super-resolution [8].
Another line of research has focused on making small modifications to existing images. This area has greatly benefited from deep learning approaches and
includes applications such as inpainting [11], image blending [21, 9], and synthesizing new objects into images [14]. Object placement systems also belong to this
line of work. Many methods have been developed for data augmentation [4, 15,
1, 3] and robotics applications, with methods mostly making use of flat surface
estimations [17, 7]. We continue this line of research and focus on improving the
inference speed of placement systems. We take inspiration from the approach of
?
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Dvornik et al. [3], which frames object placement as a context detection problem, in which the detector only has access to the context of a proposed object
location, but does not see the pixels inside the bounding box.
We propose a model for image placement which takes advantage of masked
convolutions to lift the sliding window of proposals from the image level to
the featuremap level, and speeds up the inference over 10×. Our model uses
four sub-networks where the receptive fields do not grow in the left, right, top
and bottom directions, respectively, to compute these direction-specific context
features once per image and uses them to evaluate all proposals at all locations
of the image efficiently. We also characterize this model in terms of plausibility
of placed objects in realistic locations of images, both in quantitative results on
the COCO dataset, and a user study. Our evaluation indicates that the masked
convolution model sacrifices from 2% to 7% in accuracy in exchange for a 10×
speed up in inference per proposal, which may be an appropriate tradeoff for
when on-the-fly data augmentation is required, such as in a robotics application,
or in online learning.

Fig. 1. Overview of masked convolution method. We show how one proposal (the pink
filled rectangle) is used to train the network. Four networks with masked convolutions
compute featuremaps, whose receptive fields do not grow in a certain direction. The
proposal is then classified based on context features which correspond to the regions
to the top, bottom, left and right of the proposal. At inference time, the featuremaps
are computed once for the image, and we classify a sliding window of proposals on the
spatial dimensions of the featuremaps.
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Related Work

The object placement approach most similar to ours is from Dvornik et al. [3].
Dvornik et al. propose to train a model to predict whether a given bounding
box contains an object or not, based only on a margin of pixels around the box.
In particular, patches are classified into one of C + 1 categories, corresponding
to either one of C object classes or a negative example where no object can
be placed. These predictions are then used to paste in object instances with
Poisson blending, and the images are later used to augment training data for
object detection, semantic and instance segmentation networks.
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Also related is the Spatial Transformer GAN [9] which uses adversarial training for iterative object placement. The generator predicts a sequence of geometric
warps of the foreground image, whereas the discriminator judges the realism of
the final composition. The approach is validated for constrained settings, i.e. indoor furniture placement and eyeglasses placement. This work is complementary
to our own, as the iterative warping steps learned by this model are small, and
make fine-grained corrections to the initial placement. The model proposed in
this work rather proposes a global placement that we validate for both unconstrained outdoor and indoor conditions, which could be used as an initialization
for [9].
Surface Estimation Approaches Many methods for object placement rely on
surface estimation and have mainly been developed for robotics. [17] uses a
combination of an estimated surface from a point cloud with a segmentation of
a scene to detect free locations on surfaces where a robot might place an object.
Similarly, [7] learns to place objects in new environments in a robotics setting,
based on point clouds.
Data Augmentation Another line of work has explored inserting objects into
images to create more training data for supervised learning tasks. [4] learn to
place objects in indoor scenes to create more training data for object detection
algorithms. Their method relies on supporting surface estimation and segmentation maps, using only the semantic categories of table, desk and counter as
valid areas for placing objects. The segmentation model is jointly trained for
semantic segmentation and depth estimation, which is used for scaling objects.
[15] use object placement as a data augmentation method for instance segmentation. They use the fact that most objects in Cityscapes [2] occur on similar
horizontal scan-lines, and insert new objects onto horizontal scan-lines of existing objects. [14] synthesize pedestrians into existing Cityscapes [2] images
and show that additional synthetic training data can be useful for object detection. The locations for synthesizing pedestrians are randomly sampled, and then
manually cleaned by removing implausible locations, such as in walls or on cars.
Neither [14] nor [15] take into account the scale of placed objects. [1] also create more data for object detection algorithms by synthesizing pedestrians into
scenes by learning a Spawn Probability Map for clusters of images in a dataset,
estimating camera parameters, and then rendering 3d models of pedestrians into
the scene.

3

Masked Convolution Network

Our goal is to train a model which, for any given bounding box on an image,
will output the likelihood of this box containing an object of a given category,
without having access to the contents of the bounding box. Since we would like
to evaluate this model at all possible image locations, we propose to make use
of masked convolutions to compute image features only once per image. We can
then evaluate a sliding window for placement proposals on the featuremaps of
our masked convolution networks instead of evaluating them on the input image.
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Our approach is inspired by the use of causal convolutions in the WaveNet
model [19] to ensure that only information about the past is used for predicting
the future. In our model, we instead restrict the dependence of output convolutional featuremaps on certain spatial directions in the input image.
We compute four featuremaps, with information flow restricted in the up,
down, left and right directions respectively. When computing, for example, the
featuremap that is restricted from the right, we would like to obtain a featuremap
in which each element of the output featuremap b9 is independent of elements to
the right of it in the preceding featuremap a9 . Using python indexing notation
to indicate indexing of the featuremaps a9 and b9 , and f indicating functional
dependence, we can write that:
b9 [i, j] = f (a9 [:, 0 : j + 1])

(1)

By restricting information from the right from propagating through each successive network layer, we obtain a final featuremap whose elements are functionally
independent of the corresponding input image locations to their right.
Assuming we have the final featuremap b9 that is restricted from the right,
which has a downsampling factor D, and a possible bounding box with image
coordinates of the corners as xmin , ymin and xmax , ymax , we can encode the context corresponding to the region to the left of this bounding box by using the
information in b9 [:, 0 : b xmin
D c]. We can analogously compute context features
for the three remaining directions, changing the indexing and featuremaps accordingly. PixelCNN [20] has also adapted the causal convolutions from Wavenet

Fig. 2. A 1-D illustration of our masked convolution implementation with shifting.
Shifting the output of a regular 1×3 convolution to the right is equivalent to convolving
with a 1×5 kernel where the two right elements are set to 0, thus restricting information
from the right spatial direction from propagating up the feature hierarchy.

to 2D image inputs. A conceptually similar approach using partial convolutions
has been applied to the inpainting of irregular holes by [12].
3.1

Using a Shift Layer to construct Masked Convolutions

We implement masked convolutions by applying standard 3×3 convolutions,
and then shifting the output relative to the input. Figure 2 shows how this
achieves the desired effect of restricting the functional dependence of the output
featuremap in a given spatial direction. Here, we can see that the original 1×3
kernels behave like 1×5 kernels, where the two right most elements are masked
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(i.e. set to zero) after shifting. This insight allows us to convert an existing
feature extraction network (in our case VGG-19 [18]) into a masked convolution
network, without directly masking any of its kernels and instead introducing
shift layers appropriately after convolution and pooling layers.
The convolution of a standard 3 × 3 kernel with a 1 × 3 shift kernel in 2D is
written below:




w0,0 w1,0 w2,0
w0,0 w1,0 w2,0 0 0

w
 


 0,1 w1,1 w2,1  ∗ 1 0 0 = w0,1 w1,1 w2,1 0 0
w0,2 w1,2 w2,2
w0,2 w1,2 w2,2 0 0

Context features which correspond to the regions to the top, bottom, left
and right of the proposal are combined and fed to a fully connected layer, which
predicts whether an object could be in the proposal or not.

Small

Medium

num samples

num samples

size train + train - test
Apples
Bottles
Books
Cows

22×19
11×31
12×23
32×26

705
2832
1656
1080

2167
8531
5084
3360

367
1408
859
577

Large

size
64×51
27×62
44×24
100×76

train + train - test

num samples
size

1146 3541 603 119×92
5833 17614 2917 49×104
2444 7367 1217 90×43
1415 4369 744 187×140

train + train - test
482 1475 249
2619 7818 1280
4048 12013 1946
228
485 130

Table 1. Size of anchors and number of samples per object category for training and
testing. There are an equal number of positive and negative samples in the test set.
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4.1

Experimental Setup
Dataset

For our placement experiments, we used the COCO [10] (Common Objects in
Context) dataset.
In particular, we use the categories apples, books, bottles and cows, as there
were many instances of these objects in the dataset, and these objects are
(mostly) rigid. Bottles and books are especially difficult categories since they
can occur in different shapes and orientations and also often appear in interaction with humans.
We cluster the bounding boxes of the objects into three sizes, and use only
these sizes, which we call anchors, as in the Faster R-CNN method [16]. This
means a bounding box gets assigned to the smallest anchor it will fit inside.
The anchor sizes per category are shown in Table 1. One difference between
placement detection and object detection is that real-world images contain only
positive examples for good placements, and no negative ones (i.e. we never learn
that a particular place cannot contain an object). To obtain negative samples,
we sample random locations from the same image and assume that these are on
average poor locations for objects.
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We create a data set which has three times as many negatives as positives, as
in Faster R-CNN. The data set is split into 67% for training 33% for testing. The
test set additionally gets processed such that it has an equal number of positive
and negative samples. For each of the methods described below, we train a binary
classifier for each size-category combination (3 sizes × 4 categories = 12 models
per method in total).
4.2

Compared Methods

Location Prior We train a random forest model to classify anchors based only
on the bounding box coordinates. This model, therefore, learns to capture the
non-uniform distribution of bounding boxes of the respective class and size.
Patch Classifier As a reference point, we implement an approach similar to
Dvornik et al. [3], which we call the patch classifier. This network is trained
to classify image patches with zeroed out proposals as being plausible object
placement or not. As the feature extractor, we make use of the convolutional part
of VGG-19, or conv5 4, which corresponds to a 512×7×7 featuremap given a
3×224×224 input. The downsampling factor for conv5 4 is 32. A fully connected
layer, acting as a binary classifier, is added on top to classify each patch as
containing an object or not. For inference, we use a sliding window and evaluate
placements at many locations in the image. Such an image classification approach
requires us to compute forward passes for a crop around each proposed location.
All inputs for the patch classifier model are 3×224×224 pixels. The procedure
for generating these is shown in Figure 3

Fig. 3. Examples of context patch extraction. First, we zero out the anchor corresponding to the bounding box, and then crop out a region around it containing a context
border of the same size as the anchor, and resize this patch to 224×224 using bilinear
interpolation.

Masked Convolutions Network As in the patch classifier model, we use
VGG-19 as the base architecture into which we inject our shift layers, following either convolutional or MaxPool layers. Here, we use features from conv5 4
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without the final MaxPool2D, which corresponds to a downsampling factor of
16. We have chosen to use VGG-19 as our base architecture, as our shift-layer
approach cannot be applied to create masked convolutions in architures with
skip-connections, such as ResNet [5].
As a result of using only the convolutional part of VGG-19 to extract features, the resulting Masked Convolution model is fully-convolutional, and can
be applied to inputs of any size. This means that for the masked convolution
experiments, we can use the raw image and bounding box data, with 64-pixel
zero-padding.
Using masked convolutions gives us access to four featuremaps, whereas each
one is forced to not “see” in one of the directions (left, top, right, down). They
contain information about a proposed anchor’s context. There are several possible ways to aggregate this information, which we explore, and which are shown
in Figure 4.2.
Cross Each featuremap is indexed at one location to provide information about
e.g. context to the right. The feature is indexed at the location closest to the
middle of the edge of the corresponding side. All four features are concatenated and used as input to a dense classification layer.
Star Same as above, but we use three spatial locations for indexing each featuremap – at the beginning, middle and end of each edge. The resulting 12
features are concatenated for the classification layer.
Pooling Features are max-pooled from a context area of a given size down to
a smaller resolution. For instance, we can pool a 16×16 grid of features into
a 2×2 grid which is used for the final classification.

cross

star

max pooling

Fig. 4. Different ways to aggregate context featuremaps based on a proposal (shown
downscaled and aligned to the spatial dimensions of the featuremap in pink). We show
operations only on the right context featuremap. Max pooling shown from 4×4 to 2×2.

4.3

Optimization

All models are trained with stochastic gradient descent, with a learning rate of
0.0001 and momentum of 0.9 for 5 epochs. Models are trained with a binary
cross-entropy loss. The masked convolution network requires four networks to
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be trained, so the batch size for training is 1. We also train the patch classifier
model with batch size 1 for ease of comparison.
We also experiment with finetuning the VGG-19 network or using it as a
fixed feature extractor. When finetuning, we train in total for 15 epochs.
For inference, we evaluate all locations on a grid with a stride of 16 pixels,
and take the highest scoring location as the predicted anchor. This results in
around 1000 evaluations per COCO image.

5
5.1

Experiments
Quantitative Evaluations

It is difficult to evaluate a model which proposes locations for objects, as in any
image there can be many plausible locations where an object could be placed.
However, we do not have ground truth data for the implausibility of a given
placement. In other words, we only have positive examples in our training set,
and no negative ones. To evaluate the masked convolution model quantitatively,
we propose multiple experiments and metrics.
Accuracy We compute all models’ accuracy on a test set with 50% positive
and 50% negative examples, which are randomly sampled image locations, (see
Table 1 for number of samples), and compare training with and without finetuning, as well as the the best settings for context aggregation for the masked
convolution models in Table 5.1. We threshold the models’ predictions at 0.5.
The best setup for masked convolution models was to aggregate context by pooling down from a 16×16 grid to an 8×8 grid, which we call MC Pool 16, 8 in the
table.

Apples
Model
Location Prior
Patch Classifier
Patch Classifier
MC Pool 16, 8
MC Pool 16, 8

Finetuning S
7
X
7
X

55
83
82
84
85

Books

Bottles

Cows

M L

S

M L

S

M L

S

M L

54
66
71
66
71

59
92
93
82
86

58
82
84
76
78

56
83
87
80
81

54
77
79
70
76

58
85
85
87
88

53
71
73
73
74

54
58
61
56
59

56
79
81
74
78

57
72
74
66
69

52
66
63
60
62

Avg

56
76
78
73
76

Table 2. Test set accuracy for three models. Finetuning improves performance for both
patch classifier and masked convolution setups. We also see that accuracy decreases
with size, likely due to a smaller amount of training data available for the large anchors.

The location prior method performs at chance level, whereas all methods using context features perform significantly better. Finetuning the VGG-19 feature
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extraction network improves performance slightly, both for the patch classifier
model and for the masked convolution network.
Both patch classifier models have slightly higher accuracy than their respective masked convolution models. One possible reason for this could be that the
masked convolution network is more difficult to optimize due to the shift layers compared to the patch classifier. However, the masked convolution model is
significantly above the location prior level.
We also see that performance decreases with size across all categories and
setups. This could be because the number of samples available for training is the
lowest for this. Another difficulty for the models trained on large anchors is that
the true object could be significantly smaller than the proposed anchor, making
the context of the anchor less useful than the context around a tighter box.
Speed comparison between Patch Classifier and Masked Convolutions
We define efficiency as the number of placement proposals a model can evaluate per second and compare the efficiency of the patch classifier and masked
convolution models for different numbers of evaluated proposals. An image of a
resolution of 320×277 results around 240 proposals whereas a 1984×1345 pixels
contain 10000 proposals. The patch classifier model is much slower, as it runs a
forward pass through the whole network for every proposal, whereas the masked
convolution model only computes context features once per image. Figure 5.1
shows that the masked convolution model is faster by an order of magnitude for
more than 4000 proposals. Times are shown for GPU computation.
User Study To evaluate the visual quality of the models, we evaluate placements with a user study on Amazon Mechanical Turk1 . We consider the location
prior model, the finetuned patch classifier model and the finetuned masked convolution model. In each case, we show an image with two boxes on it: an anchor
which truly contains the object as well as a placement proposed by our method.
The user is instructed to choose the box behind which the given object is more
likely to be. A perfect model would be indistinguishable to from ground truth
placements and thus be chosen 50% of the time. Each pairwise comparison was
evaluated by 30 users. Eight images from each combination of size and object
were evaluated per method, totaling that 96 pairs of boxes. We show user study
results in Table 6.
A score of 0.28 for the patch classifier model means placements produced
by this model are preferred to ground truth placements by users around one in
four times. We also see that although the masked convolution model does not
perform as well as the patch classifier model, it is still preferred over ground
truth placements about one in five times.
Comparison with a Surface Estimation Method We also compare the
patch classifier and masked convolution models against a model for placement
1

https://www.mturk.com/
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speedup
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Method
GT (theoretically)
Location Prior
Patch Classifier
MC Pool 16, 8

GT COCO
0.5
0.09
0.28
0.18

Synth. Set props/s
0.5
0.40
0.22

137
1054

8000 10000 0

Fig. 6. We show the proportion of users that
chose a method’s placement as being more plausible than COCO ground truth placement and
than the synthetic set placements of [4]. The
Fig. 5. Using the masked convo- patch classifier’s proposals have the highest
lution model allows us to evalu- visual quality, whereas the rightmost column
ate many more proposals than the shows the superior performance of the MC Pool
16, 8 in terms of proposals per second.
patch classifier per second.
Patch Classifier
Masked Convolution 16, 8
Relative speedup Masked Convolutions 16,8

Fig. 7. Comparison of random placements on kitchens from the NYU Depth Dataset
V2. blue: MC Pool 16, 8, yellow: patch classifier, pink: synthetic set [4]. Both the patch
classifier and synthetic set placements tend to be in reasonable locations.
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proposed by Georgakis et al. [4], as the authors have provided synthetic placements on the kitchens from the NYU Depth Dataset V2 [13]. We refer to placements from this model as synthetic set.
This model is constrained using predicted depth and segmentation maps
to place objects on horizontal surfaces with the semantic segmentation label
of counter, desk or table, which should prevent the model from making very
unreasonable placements.
The dataset contains 71 kitchen scenes, and we manually annotated 269
images with bounding boxes that represented plausible bottle locations. Three
times as many boxes were randomly sampled as negatives. The bounding boxes
were chosen to correspond to the medium size bottle anchor. We finetuned both
the patch classifier and masked convolution models for placing medium sized bottles on these annotations for 3 epochs using SGD with a learning rate of 0.0001.
The annotations were done on images from 36 sequences, while the methods
were compared on a held-out set of images from the 35 other scenes.
As images from [4] contained multiple placed objects, we selected the two
images per test sequence which contain the largest bounding box which fit entirely inside our anchor, totaling 70 images. Each pair of images was evaluated
by 30 users.
To compare against the model of Georgakis et al., we ran a user study with
70 pairs of images, in which one image in the pair came from [4] and the
other from either the patch classifier or masked convolution model. Evaluators
were instructed to pick the image which had a more plausible placement for the
bottle. We show the results of the user study in Table 6. Each pair of images
was evaluated by 30 users.
The patch classifier model is preferred by users 40% of the time, which means
that this method has a good understanding of scene semantics, as the model proposed by [4] is constrained to never place objects in the air. Sample placements
from both the patch classifier, masked convolution model and from [4] are shown
in Figure 7. The masked convolution method is preferred 22% of the time over
a more constrained method.
Masked Convolution Model Study We now further explore the properties
of the masked convolution model.
Context Aggregation We investigate the best way to make use of context when
predicting the feasibility of an object placement. We compare the cross, star and
pooling methods, and also explore how large of a region we should pool over.
Results are shown in Table 3. We see that pooling is superior over the fixed
indexing approaches, and that results are best when pooling over a larger area.
These experiments are done without finetuning.
Runtime-Recall Tradeoff The advantage of the masked convolution model over
the patch classifier model is speed. As we evaluate the sliding window on the
context featuremaps, which have low spatial resolution, we do not have access to
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pool dims

Model

in

Apples

out S

M L

Books
S

M L

Bottles
S

M L

Cows
S

Avg

M L

MC Cross
68 57 50 65 57 55 62 57 56 75 62 56 60
MC Star
72 63 52 73 66 59 67 56 54 79 67 54 64
MC Pool
4×4 2×2 74 63 53 77 62 64 69 59 61 81 73 56 66
MC Pool
8×8 2×2 81 69 56 81 66 63 72 61 62 83 72 58 69
MC Pool
8×8 4×4 81 67 54 84 71 68 77 66 64 84 70 60 71
MC Pool 16×16 2×2 85 72 58 81 64 69 67 65 56 88 78 61 70
MC Pool 16×16 4×4 84 71 57 83 69 69 77 64 62 85 65 61 71
MC Pool 16×16 8×8 84 66 56 82 76 74 80 70 66 87 73 60 73
Table 3. Test set accuracy for different context aggregation settings without finetuning.
We see that using a larger area to pool context from helps our model and that having
a finer-grained spatial resolution is also better. Using pooling outperforms the fixed
indexing setups.

Apples
Model

grid

S M

Books
L

S M

Bottles
L

S M

Cows
L

S M

Avg
L

MC Pool
4 59 45 35
53 33 53
49 53 49
90 86 86
58
MC Pool
8 52 39 32
40 28 38
29 38 46
87 84 80
49
MC Pool
16 21 31 27
15 18 28
12 28 39
65 80 75
37
MC Pool
32 5 20 21
4 7 15
3 10 23
17 74 64
22
Patch Classifier
32 8 17 16
4 2 4
4 9 15
14 71 64
19
Table 4. Proposal recall of the finetuned patch classifier and masked convolution
models, showing how well our models are able to predict true object locations in the
test set. When we evaluate our models at a denser grid of proposals, we are able to
recall a higher number of true object placements.

fine-grained spatial information. In fact the masked convolution model can only
evaluate proposals with a stride of 16 pixels, because this is the downsampling
factor of the final featuremap. We can, however, decrease this stride, and increase
the density of the evaluated grid of proposals, by shifting the input image. To
create a grid of proposals with a stride of 8 pixels, we can evaluate the masked
convolution model on the original image, the image shifted right by 8 pixels, the
image shifted down by 8 pixels, and on the image shifted both right by 8 pixels
and down by 8 pixels, as shown in Figure 8. Also evaluating our model on the
shifted image gives us four times as many evaluated object placements. A denser
grid of proposals allows us to recall more locations of true objects in our test set.
However, with each doubling of the grid density, the amount of computation is
quadrupled.
We compute recall for different densities of a grid of proposals. We quantify
recall by computing the proportion of predicted locations which have an Intersection over Union (IoU) score of 0.5 or greater with the ground truth anchor.
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Fig. 8. By shifting the input image relative to the downsampling grid of the Masked
Convolution model, we can effectively evaluate placement recall at a finer-spaced grid
on the input image.

Table 4 shows that the model manages to recall a greater proportion of the
true placements in the dataset when evaluating proposals at a higher grid resolution. It is worth bearing in mind that the recall metric penalizes our model for
not learning all possible placement modes in the dataset, which is very challenging in a dataset like COCO, which contains a large amount of variation. This
could contribute to the reason that models for placing cows have high recall –
there are not as many different modes for the placements of cows as for books
in a cluttered house.
We additionally show the recall for the patch classifier, for a grid resolution
of 32×32, which has been evaluated on a subset of 100 samples of the test set,
which performs similarly to the masked convolution model. All other lines in the
table are evaluated on the full test set.
We see that there is a tradeoff between speed and spatial precision in predictions, and the operating point on this tradeoff can be chosen by users of our
model.
5.2

Sample Placements

Figure 9 shows both successful and unsuccessful placements by the patch classifier and masked convolution model, in a variety of challenging locations, such as
cluttered indoor scenes. We see that both the masked convolution model and the
patch classifier model learn to place books on bookshelves or apples and bottles
on cluttered surfaces, for example, which is not possible for models constrained
to use flat surfaces. However, the model also can fail when there is a relatively
large uniform area, where it is difficult to distinguish a wall from a table.

6

Conclusion

In this work, we have proposed a masked convolution approach for fast object
placement that makes use of the object detection framework. Although our proposed approach is 2%-7% less accurate, it runs ten times faster per proposal
as compared with a patch-based method, and does significantly outperform the
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Small

Medium

Large

apple

bottle

apple

bottle

apple

bottle

book

cow

book

cow

book

cow

book

cow

Failure Cases

apple

book

book

cow

Fig. 9. Sample placements for masked convolution (blue) and patch classified (yellow)
models. First two rows show good placements. The bottom row shows failure cases.

location prior. We have shown that users also have the option of using the model
at higher proposal grid resolutions for improved placement quality. Our system
may be of use in proposing many candidate placement locations for generating
on-the-fly augmented data.
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