
AIM 2019 Challenge on Image Extreme Super-Resolution: Methods and Results

Shuhang Gu Martin Danelljan Radu Timofte Muhammad Haris Kazutoshi Akita
Greg Shakhnarovic Norimichi Ukita Pablo Navarrete Michelini Wenbin Chen

Hanwen Liu Dan Zhu Tangxin Xie Xin Yang Chen Zhu Yu Jia Wenyu Sun
Xin Tao Zijun Deng Liying Lu Wenbo Li Taian Guo Xiaoyong Shen

Xuemiao Xu Yu-Wing Tai Jiaya Jia Peng Yi Zhongyuan Wang Kui Jiang
Junjun Jiang Jiayi Ma Zhi-Song Liu Li-Wen Wang Chu-Tak Li Wan-Chi Siu
Yui-Lam Chan Ruofan Zhou Majed EI Helou Kuldeep Purohit Praveen Kandula

Maitreya Suin Rajagopalan A.N

Abstract

This paper reviews the AIM 2019 challenge on extreme
image super-resolution, the problem of restoring of rich de-
tails in a low resolution image. Compared to previous, this
challenge focuses on an extreme upscaling factor, ×16, and
employs the novel DIVerse 8K resolution (DIV8K) dataset.
This report focuses on the proposed solutions and final re-
sults. The challenge had 2 tracks. The goal in Track 1 was
to generate a super-resolution result with high fidelity, using
the conventional PSNR as the primary metric to evaluate
different methods. Track 2 instead focused on generating
visually more pleasant super-resolution results, evaluated
using subjective opinions. The two tracks had 71 and 52
registered participants, respectively, and 9 teams competed
in the final testing phase. This report gauges the experi-
mental protocol and baselines for the extreme image super-
resolution task.

1. Introduction

Example-based single image super-resolution (SR) tar-
gets the reconstruction of the lost high frequencies (rich
details) in an image with the help of a set of prior exam-
ples of paired low resolution (LR) and high resolution (HR)
images. In the recent years the research literature largely
focused on example-based single image super-resolution.
The performance achieved by the proposed has improved
constantly as shown by the previous NTIRE challenges and
PIRM challenges [19, 20, 4, 3, 9]. However, as current
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work is pushing the limits in conventional scenarios, there
is a need to move towards more extreme settings and higher
scale factors. In our AIM 2019 Image Extreme Super Res-
olution Challenge, we set the first extreme super-resolution
challenge which aims to super resolve the input images with
a large zooming factor of 16. The aim of this challenge is to
probe the current state of the art and to provide a benchmark
protocol for future research in the field.

2. AIM 2019 Extreme Super-Resolution
Challenge

The objectives of the AIM 2019 challenge on example-
based single-image super-resolution are: (i) to advance re-
search in super-resolution towards more challenging condi-
tions; (ii) to gauge the experimental protocol and baselines
for the extreme image super-resolution task; (iii) to compare
different solutions.

2.1. Dataset

Currently available datasets for super-resolution [25, 2,
27, 1] are of too limited resolution for extreme upscaling
factors. For example, the DIV2K dataset [1] adopted in pre-
vious NTIRE challenges [19, 20] only contains images with
2K resolution. AIM 2019 image extreme super-resolution
challenge use the newly collected DIVerse 8K resolution
(DIV8K) dataset [18] for training, validation and testing.
The dataset has 1700 high resolution images with 1500 for
training, 100 for validation and 100 for testing. All the im-
ages in the validation and testing set and part of the images
in the training have a horizontal resolution of 7680 pixels.
The remaining images in the training set have a horizontal
resolution of at least 5760 pixels. The manually collected
high quality images are diverse in contents.
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Figure 1. Error maps of SR results by Matlab bicubic upsampling and NUAA-404.
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Figure 2. SR results (500× 500 crop) by different methods in the Fidelity Track 1.

Team Author PSNR SSIM Run-time Platforms GPU Ensemble
NUAA-404 XXH 26.79 0.7289 30s PyTorch 2080 TI Self-ensemble (×8)
TTI iim lab 26.74 0.7285 80s PyTorch Titan X Self-ensemble (×8)
SRSTAR wy-sun16 26.72 0.7285 25.8s PyTorch 2080 TI No
NERCMS Mrobot0 26.70 0.7281 20.83s PyTorch 1080 Ti Self-ensemble (×?)
BOE-IOT-AIBD kronos 26.59 0.7235 47.11s PyTorch Titan X Model-ensemble (×3)
deepSR ZhiSong Liu 26.54 0.7254 60s PyTorch 1080Ti Self-ensemble (×?)
SSRR zijundeng 26.53 0.7246 40s ? Tesla P40 Self-ensemble (×?)
AAAttraction zrfan 26.07 0.7122 19.21s PyTorch Titan X Self-ensemble (×4)
IPCV IITM kuldeeppurohit3 21.93 0.6614 100s PyTorch Titan X Self-ensemble (×?)
Baseline EDSR 25.96 0.7146 - - - -
Baseline Bicubic 25.30 0.7013 - - - -

Table 1. AIM 2019 Extreme SR Challenge Track 1 Fidelity results and final rankings on the DIV8K test set.

2.2. Tracks and Competition

Access to data and submission of HR image results re-
quired registration on Codalab competition track.

https://competitions.codalab.org

Track 1: Fidelity uses the bicubic downscaling (Matlab
imresize, default settings), the most common setting from
the recent SR literature, with factor ×16. And the target
of Track 1 is to generate super-resolution results with high
fidelity.

https://competitions.codalab.org
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Figure 3. SR results (500× 500 crop) by different methods in the Fidelity Track 1.
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Figure 4. SR results (800× 800 crop) by different methods in the Perceptual Track 2.

Team Author PSNR SSIM Run-time Platforms GPU Ensemble
BOE-IOT-AIBD kronos 25.44 0.6551 47.11s PyTorch Titan X No
TTI iim lab 25.26 0.6523 80s PyTorch Titan X No
SRSTAR wy-sun16 26.72 0.7285 40s PyTorch RTX 2080 Ti Model-ensemble (×4)
SSRR zijundeng 26.53 0.7246 40s ? Tesla P40 Self-ensemble (×?)

Table 2. AIM 2019 Extreme SR Challenge Track 2 Perceptual results and final rankings on the DIV8K test set.



Track 2: Perceptual also uses the bicubic downscaling
(Matlab imresize, default settings) to generate low resolu-
tion images with factor ×16. Different from the fidelity
track, the perceptual track aims to generate super-resolution
results with good subjective visual quality.
Challenge phases (1) Development phase: the partici-
pants were provided pairs of LR and HR train images and
the LR validation images of the DIV8K dataset [18]. An
online validation server with a leaderboard provided imme-
diate feedback for the uploaded HR results on the validation
set; (2) Testing phase: the participants got LR images on
the test set and were required to submit super-resolved HR
image results, code, and a factsheet for their method. After
the end of the challenge the final results were released to the
participants.
Evaluation protocol To thoroughly analyze all the so-
lutions, we evaluate all the submitted results with com-
monly used quantitative metrics: Peak Signal-to-Noise Ra-
tio (PSNR) measured in deciBels [dB] and the Structural
Similarity index (SSIM) [24]. The final rankings in Track 1
was determined by the PSNR index while for Track 2 a user
study was conducted to subjectively evaluate and rank the
proposed solutions.

3. Challenge Results
From more than 100 registered participants in the two

tracks combined, 9 teams entered in the final phase and sub-
mitted results, codes/executables, and factsheets. Table 1
and Table 2 report the final test results and rankings of Track
1 and 2, respectively. The self-reported runtimes and major
details are also provided in the tables. Except IPCV IITM,
all the other teams achieve better results than the baseline
methods EDSR [12] and Matlab Bicubic upsampling. In
Fig. 1, we provide the error maps of the results by NUAA-
404 and bicubic upsampling. Compared with the Bicubic
upsampling result, NUAA-404’s result recovered more de-
tails in the latent high resolution image. The methods are
briefly described in section 4 and the team members are
listed in Appendix A.

In Fig. 2 and Fig. 3, we provide some visual examples by
different methods in the Fidelity Track. Besides the results
by IPCV IITM, which are slightly over enhanced compared
to other methods, there are not significant visual differences
between the approaches. All the solutions tend to generate
cartoonish SR results.

In Fig. 4, we provide some visual examples in the Per-
ceptual Track 2. SSRR and SRSTAR directly submit their
results trained for the Fidelity Track 1 to the Perceptual
Track 2, and their solutions were trained to minimized a
pixel-wise reconstruction loss. Their solutions are able to
generate sharp edges but failed recover the textures in the
HR image. Both the TTI and BOE-IOT-AIBD teams adopt
generative adversarial networks (GAN) [5] based losses and

they are able to generate richer high frequency textures in
their results.

Architectures and main ideas All the proposed meth-
ods utilize deep neural networks to enlarge the input im-
age. Similar to recent state-of-the-art SR approaches,
most of the teams conduct the major SR operations in the
LR space. Several teams, such as AAAttraction, NER-
CMS, SSRR build their methods based on recent state-
of-the-art methods, and utilize residual channel attention
block (RCAB) [28] or residual-in-residual dense (RRDB)
block [23] as the major building blocks in their method;
while, other teams, such as BOE-IOT-AIBD, deepSR and
IPCV IITM proposed new building blocks for SR. Despite
the large adoption of previous SR methods to conduct ma-
jor SR operations in the LR space, some new strategies have
been proposed for the extreme SR task. NUAA-404 gradu-
ally upsamples the feature maps, NERCMS proposed a new
block for memory efficient upsampling. In addition, dif-
ferent training criteria have also been proposed to solve the
extreme SR task. A detailed introduction of all the methods
is provided in Section 4.

Ensembles and fusion Most teams employ pseudo-
ensembles [21]. The inputs are flipped/rotated and the HR
results are aligned and averaged for enhanced prediction.
While, BOE-IOT-AIBD adopts a model ensemble approach
by ensembling models with different hyper-parameters to
generate the final result.

Runtime / efficiency AAAttraction reported the lowest run-
time, 19.21s to super-resolve ×16 one LR image on GPU,
but ranked 8th on the fidelity track. With a similar run-time
(20.83s), NERCMS achieved 0.63dB higher PSNR than the
method of AAAttraction. The best ranked method, NUAA-
404, takes about 30s to process one LR image, achieved a
good trade-off between fidelity and efficiency.

Training Data As we have provided a large scale DVI8K
dataset [18], most of the teams did not use extra data in the
training phase. NUAA-404 has utilized the DIV2K [1] and
Flickr2K [12] datasets to pre-train the ×4 network in their
approach.

Conclusions The AIM 2019 Extreme SR Challenge gauges
the experimental protocol and baseline for the extreme su-
per resolution task, which are expected to boost the research
in the SR field toward more challenge tasks. Although most
of the submitted solutions are based on previous methods
which were proposed for SR task with small zooming fac-
tors, there are still some specialized strategies proposed for
solving the extreme SR task. Different data loading meth-
ods, training methods as well as network architectures have
been suggested to solve the difficulties in the extreme SR
task. We believe the AIM 2019 extreme SR challenge could
greatly boost the researches on this emerging task.



Figure 5. NUAA-404’s network architecture DSSR.

Figure 6. BOE-IOT-AIBD’s network architecture.

Figure 7. BOE-IOT-AIBD’s multi-scale discriminator system.

4. Challenge Methods and Teams

4.1. NUAA-404

NUAA-404 proposed a two-stage adaptive dense con-
nection SR network (DSSR), which cascades two ×4 net-
works to achieve ×16 super-resolution.

DSSR consists of the SKIP and the BODY part. The
SKIP is a simple sub-pixel convolution [17]. The BODY
part contains two stages. The first stage includes a feature
extraction layer, multiple ADRUs (adaptive, dense resid-
ual units), a GFF (global feature fusion layer) [29], and
an AFSL layer (adaptive feature sub-pixel reconstruction
layer). The second stage includes a feature amplification
layer, an ADRB (adaptive dense residual block), and an
AFSL.

In the training phase, the network has been divided into
two parts for accelerating network convergence. NUAA-
404 firstly train the SKIP part in DSSR. Then, they train a
first stage network, which called ADCSR, to super resolve
image with zooming factor 4. The network ADCSR is used
as per-trained parameters to train the final model. NUAA-
404 freezes the feature extraction layer of the first level and
each ADRU blocks, while train the GFF, AFSL and later
second-level network parameters with a learning rate of 1×

10−4. An illustration of the NUAA-404 proposed DSSR
network can be found in Fig. 5.

4.2. BOE-IOT-AIBD

BOE-IOT-AIBD improves their previous MultiGrid
BackProjection network (MGBP) [16] and propose the
MGBPv2 for solving the extreme SR task. The MultiGrid
(MG) and iterative BackProjections (BP) algorithms com-
bined, provide the scalability and performance for this task.
The original MGBP system was limited by a small num-
ber of parameters due to a strongly recursive structure. In
MGBPv2, BOE-IOT-AIBD simplifies the basic modules.
BOE-IOT-AIBD allows different parameters in every mod-
ule of the network, and allows to adjust the feature size of
each module depending on the scale of operation. In infer-
ence tasks BOE-IOT-AIBD uses an overlapping patch ap-
proach to further allow upscaling of very large images (e.g.
8K or higher resolutions).

In both the Fidelity and Perceptual tracks, BOE-IOT-
AIBD utilizes a multiscale loss, which combines distortion
and perception losses on the high resolution output as well
as downscaled output images.

In the Fidelity track, BOE-IOT-AIBD adopts a model-
ensemble strategy to combine the results generated by dif-
ferent models. Three MGBP models with different hyper-
parameters are trained to solve the extreme SR task inde-
pendently, then, BOE-IOT-AIBD sums the outputs of 3 sys-
tems to achieve the final estimation. In the Perceptual track
BOE-IOT-AIBD follows the design in [15], using noise in-
puts to activate/deactivate artificial details. Here, the loss



Figure 8. TTI’s network architecture.

function combines: outputs with noise inputs, targeting per-
ceptual quality (using Relativistic–GAN [10] and Contex-
tual loss [14]); as well as zero noise inputs, targeting fi-
delity (L1 loss). The BOE-IOT-AIBD’s MGBPv2 structure
and multi-scale discriminator system can be found in Fig 6
and Fig 7, respectively.

4.3. TTI

Inspired by the Deep Back-Projection Network
(DBPN) [6, 7] method, TTI proposed to use DBPN blocks
for extreme SR. The DBPN constructs iterative up-down
projection units to present mutual relation between LR
and HR feature maps. Different with the original DBPN
[6], the authors propose recurrent DBPN which is able to
reduce the number of parameters and widen the receptive
field without increasing the model capacity [7]. In this
variant, the last up- and down-projection units were used
as transition layer. Instead of taking the output from each
up-projection unit, DBPN takes the HR features only from
the last up-projection unit, then, concatenates the HR
features from each iteration. Here, the output from the last
down-projection unit is the input for the first up-projection
layer on the next iteration. Then, the last up-projection
unit will receive the output of all previous down-projection
units on the corresponding iteration.

TTI stacked two DBPNs and use a bottleneck layer to
connect the two modules. An illustration of TTI’s Deep
Back-Projection Networks are shown in Fig. 8. The pro-
posed network can be optimized progressively on 4× and
16× SR enlargement.

In the fidelity track, TTI trains the DBPN via the L1 loss.
While, in the perceptual track, they combine the MSE loss,
VGG loss, Style loss and the adversarial loss.

4.4. SRSTAR

SRSTAR follows the main structure of SRResNet [11].
However, the dilation convolution layer [26] used in our
model to increase the receptive fields of network for su-
per resolution challenge. SRSTAR combines several differ-
ent residual blocks [8] with dilation convolution in Fig. 9
to achieve their DilaResNetX4. Having the DilaResNetX4
model, SRSTAR ensemble ×4 models to achieve extreme
SR results of zooming factor 16.

Figure 9. SRSTAR’s network architecture.

In the fidelity track, SRSTAR train the network with
MSE loss, while, for the fidelity track, SRSTAR finetune
their network with Relativelistic Average GAN loss [10].

4.5. NERCMS

NERCMS’s solution is based on the residual channel
attention network (RCAN) [28], and a few changes have
been made to adapt the original RCAN to the extreme SR
task. First, NERCMS sets the group number and blocks in
each group as both 20, thus deepening the network. Sec-
ond, NERCMS changes the tail of the network (part for
magnification), the original part is costing too much GPU
memory for 16 SR. Using sub-pixel convolution [17] for
magnification, under 16 SR, the minimum feature depth
is 3 × 44 = 768. In magnification module, NERCMS
first deepen the feature from 64 to 768 (768 × H × W ),
and gradually enlarges the feature map until it becomes
3× 16×H × 16×W .

4.6. deepSR

The deepSR team proposed an Attention based Back
Projection Network (ABPN) for extreme SR. ABPN adopts
the attention mechanism to explore feature correlations for
16 image super-resolution. It is made of multiple enhanced
back projection blocks proposed in [13] to extract deeper
feature representation. Instead of using short connection



Figure 10. deepSR’s network architecture.

Figure 11. SSRR’s network architecture.

to connect each block, inspired by a recent attention work
[22], deepSR proposed a Spatial Attention Block (SAB) to
across each back projection blocks for feature sharing. The
SAB can be considered as a cross correlation mapping that
extract the non-local information for super-resolution. Con-
sidering that stacking multiple back projection blocks does
not directly feedback to the input image, deepSR further
proposed a Refined Back Projection Block (RBPB) in the
end to estimate the up-sampling residues. An illustration of
ABPN can be found in Fig. 10.

4.7. SSRR

SSRR adopt the published RCAN [28] as baseline to
develop their solution, and improves the baseline in the
following several aspects. Firstly, to give the network
more guidance in the very difficult x16 extreme SR pro-
cess, SSRR trains the network in a progressive way with
multi-scale supervision. Besides, edge loss is added to L1
loss in the progressive amplification procedure to enhance
the sharpness of detailed textures and edges. Furthermore,
SSRR adopts a two-stage optimization strategy during train-
ing, in which Adam optimizer is firstly used and switched to
SGD thereafter to lead to better convergence. Finally, SSRR
conducts self-ensemble in testing to provide more accurate
and pleasant SR predictions. An illustration of SSRR’s so-
lution can be found in Fig. 11.

Figure 12. IPCV IITM’s network architecture.

4.8. AAAttraction

AAAttraction adopts a 20-block RRDB [23] network to
attend the extreme super-resolution challenge.

4.9. IPCV IITM

IPCV IITM proposed a Mixed-Dense Connection Net-
work (MDCN) which contain a rich set of connections
to enable efficient feature-extraction and ease the gradient
propagation. In each MDCB, n Dual Link Units are present.
Additive links in the unit grant the benefits of reusing com-
mon features with low redundancy, while concatenation
links give the network more flexibility in learning new fea-
tures. Although additive link is flexible with their positions
and sizes, each Dual Link Unit performs the additive oper-
ation to the last F features of the input. Within each unit,
the number of features for additive connections is F and the
concatenating connections is K. A visual depiction of these
connections can be seen in the Fig. 12(a). This unit adds K
new feature maps to the input. The number of features in
the input to each MDCB is F as shown in Fig. 12(b) and
after n units, the feature maps contains F + nK channels.
To reduce the feature channels, IPCV IITM utilize a gat-
ing mechanism to allow larger growth rate by reducing the
number of features and hence stabilizes the training of wide
network.

With the MDCB, IPCV IITM propose the MDCN which
consists three parts: initial feature extraction module, a se-
ries of mixed-dense connection block (MDCBs) and an HR
reconstruction module. The feature extraction module con-
tains two convolutional layers to extract basic feature-maps
containing F channels. The HR reconstruction module con-
tains a convolution layer which takes F channels features in
LR space to 4×F channels. The pixel-shuffle layer accepts
4 × F channels in LR space and returns F channels in HR
space, which are passed to the final conv layer to obtain the
3-channel HR image. To achieve the extreme SR results
with zooming factor 16, IPCV IITM trained the network in
a scale recurrent manner starting from ×2 to ×16.
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