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Abstract
Generative Adversarial Networks (GANs) are
well known for synthesizing images with impressive quality. However, the images are
still often far away from being photo-realistic
and the resolutions are typically limited to
around 64 by 64 pixels due to training instability. In this work, we propose two simple techniques for improving the stability,
training speed and image quality of GANs.
First, we show that filtering the inputs of
the discriminator with a blur kernel allows
for increased image resolution and a significant quality improvement. Second, we propose a control strategy that adjusts the (expected) ratio between generator and discriminator iterations, for improved convergence
speed. Our experiments show that the techniques are complementary and can speed up
the convergence of DCGAN by a 5x factor and double the resolution, improving the
quality significantly.

1. Introduction
Generative models synthesize data from a trained
probability distribution. A state of the art approach
to create such generative models are Generative Adversarial Networks (GANs) (Goodfellow et al., 2014)
which is the focus of this work. The basic architecture of GANs consists of a generator G and a discriminator D, both participants in a two-player minimax
game. The discriminator D tries to maximize his success on classifying a sample correctly as real or fake.
The important part is that the samples come from
two sources: the real data source and samples generated by the generator, the fake samples. At the same

time, the generator G tries to minimize the success of
the discriminator correctly classifying a fake sample
from the generator. Figure 1 shows an overview of a
basic GAN. The generator G and the discriminator D
are both neural networks. Both networks are trained

Figure 1. Generative Adversarial Network (GAN).

simultaneously on their respective goals.
In practice, if one of the two players (G or D) becomes
’too good’, the training can become unstable and a
model collapse can occur.
Multiple approaches have been introduced to make
the training more stable and/or to increase resolution.
The highest resolution which has been used in research
so far still generating meaningful images is around 128
by 128 pixels (Gulrajani et al., 2017; Berthelot et al.,
2017). Only approaches dividing the problem into
multiple networks whereas each increases the resolution step by step being trained on resized images of
the input have been successful to increase the resolution beyond this barrier. StackGAN (Zhang et al.,
2016) manages to generate images with resolutions of
up to 256 by 256 pixels.
We propose different ways to empower a basic architecture such as the DCGAN (Radford et al., 2015) to
generate more photo-realistic images. Specifically, we
show that (i) an (adaptive) blur stabilizes the training
and helps to increase the quality and the resolution
of the generated images; (ii) an adaptive control for
the ratio between G and D train steps speeds up the
convergence; (iii) the joint adaptive blur and control
(our ABC-GAN) significantly improves training stability and the generative power of GANs.
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2. DCGAN (Radford et al., 2015)
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We build upon the DCGAN (Radford et al.,
2015) and use the unofficial TensorFlow imple-
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mentation from: https://github.com/carpedm20/
DCGAN-tensorflow How the generator and the discriminator are trained with respect to each other impacts GANs performance. The goal is to balance the
two in a way that training stays stable and shows
best results. Some guidelines (https://github.com/
soumith/ganhacks, Point 11) use thresholds in order
to control the ratio between generator and discriminator training steps and others just simply hard code
the ratios into their model. We experimented with the
number of generator per discriminator training steps
(GpD) and concluded that a GpD of 3 resulted in best
results but increased training time. However, in section 4 we show that by using a controller we can get
rid of manually tuning this parameter.
If not mentioned otherwise all experiments have been
conducted using the CelebA (Liu et al., 2014) dataset
and an output resolution of 128 by 128 pixels. DCGAN is able to generate images with acceptable quality up to a resolution of 64 by 64 pixels.

3. DCGAN+B: Fixed & Adaptive Blur
As the image resolution of the generator is increased,
the input space of the discriminator does as well, making it easier for it to separate the real and fake data.
By performing a Gaussian blur on the images that
are shown to the discriminator, it is forced to focus
more on the overall structure (low frequencies) and
not the details of the image. The generator, on the
other hand, produces at first noisy images since it does
not have to care about the details (high frequencies).
However, we observe that the noise is slightly reduced
each epoch. In Figure 2 we depict results for DCGAN with 3 GpD in comparison with DCGAN with
3 GpD and fixed Gaussian blur kernel of size 3 × 3
(DCGAN+B). DCGAN places spots on the face and
seems to have issues with generating details of the face,
while DCGAN+B produces cleaner faces. Some of the
faces look also quite realistic such as in the last two
rows the 1st and 3rd faces. In our experiments, larger
sizes for the Gaussian blur kernel led to worse results
for DCGAN+B. We used also regressive blur for our
experiments where we gradually change from a large
blur kernel to a small one, to move the focus of the discriminator from low to high frequencies in the training.
This adaptive blur reduces noise more effectively, especially in combination with the adaptive controller
(see Figure 7).

(a) DCGAN

(b) DCGAN+B

Figure 2. Comparison of DCGAN and DCGAN+B (fixed
blur kernel) on an output resolution of 128 by 128 pixels.

than the generator G (e.g. 20x more often), in practice
implementations such as the DCGAN(Radford et al.,
2015) resort to a carefully chosen balance between G
and D iterations. Motivated by the success of the
proportional control used by BEGAN(Berthelot et al.,
2017) for improving the Wasserstein GAN(Arjovsky
et al., 2017), we propose a control strategy for improving the DCGAN. While BEGAN uses learning rate
(step size) as a control variable, we adhere the dynamics of DCGAN, performing D or G iterations at a fixed
step size. This is motivated by the fact that large step
sizes may cause training instabilities, and the step size
has different dynamics at different iterations: in the
beginning of training, a large learning rate makes the
loss decrease faster, while later a reduced learning rate
is often be needed for further optimization. Instead,
our control variable is a probability p ∈ [0, 1], where
at each iteration we randomly either take a G step
with probability p ∈ [0, 1], or a D step with probability 1 − p. Thus, p stochastically controls the balance
between only optimizing G (p = 1) and only optimizing D (p = 0), at a fixed step size (learning rate).
For the measured variable of the controller, we use a
function of the losses of the discriminator. The following experiments have been conducted using an output
resolution of 64 by 64 pixels.
An illustration of our implemented controller is shown
in Figure 3.

Figure 3. The control loop for DCGAN+C

4. DCGAN+C: Adaptive Controller
While the theory of (Goodfellow et al., 2014) dictates
that the discriminator D should be trained much more

(a)DCGAN (no control)

(b)DCGAN+C (target 0.25)

Figure 4. The controlled variable vs iteration for DCGAN
and DCGAN+C
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Figure 4 plots the average measured value for the controller, with and without having the controller enabled, showing that the controller drives the measured
value to the target of 0.25.
Figure 5 shows how often the controller has trained the
discriminator and the generator throughout the training. For CelebA, around 3300 iterations are needed to
train the GAN for one epoch. Note that in the beginning the generator (blue) gets trained more often and
later the discriminator takes over the lead. Our reference DCGAN implementation would have two linear
plots with a slope of two for the generator and one for
the discriminator.

In addition to a fixed size Gaussian kernel for the
blur (validated in section 3), we also used a regressive blur strategy. The idea was to reduce the noise
introduced by the generator by reducing the blur kernel size during training and in the end get more realistic looking images. We tried two different regressive strategies: linear and hyperbolic. In both cases,
we fixed the kernel size (9 × 9) and only adjusted the
σ value of the Gaussian probability distribution. We
used a linearly decreasing σ and a hyperbolic function
5
σ = 12(˙ epoch
+1)
num_epochs

In Figure 7 all samples have been obtained after training until convergence. Both the linear and the hyperbolic decrease of σ resulted in less visible noise in the
generated images than ABC-GAN with fixed blur kernel size of 3 × 3. DCGAN provides the poorest results
while our ABC-GAN with hyperbolic the best results.

6. Comparison of GANs
Figure 5. The number of training iterations (y-axis) for
the discriminator (orange) and the generator (blue) during DCGAN+C training.

Note that increasing GpD in DCGAN usually also increases image quality but makes training more unstable. As one sees in Figure 6 DCGAN with 3 hardcoded GpD stays unstable for several epochs and converges much slower than with 2 GpD. In comparison,
our DCGAN+C converges much faster and achieves
better qualitative results.

a) 6600 iter.

b) 13200 iter.

c) 23000 iter.

d) convergence

Figure 6. Training iterations vs. results for top: DCGAN
with 2 GpD, mid: DCGAN with 3 GpD, and bottom: DCGAN+C. Convergence achieved after 77000, 214000, and
28000 iterations, resp.

5. ABC-GAN: DCGAN+B+C
ABC-GAN combines the quick convergence of the controller with the increased stability and image quality
of the applied blur filter.

As commonly done in the GAN literature we compared
visually the results of the different GAN architectures
and settings from our study. For quantitative results,
we propose the use of the CORNIA score (Peng Ye
et al., 2012), a state-of-the-art non-reference image
quality assessment measure. In Figure 8 we show the
evolution of the CORNIA scores during training for
various settings. For each plot, point we used 64 randomly sampled images and computed CORNIA scores
using 5000 patches per image. As expected, the (average) CORNIA score is very high at the beginning
and generally goes down close to the reference samples from the original CelebA dataset. CORNIA scores
correlate well with our visual assessment of the results
and can indicate how quickly the methods converge in
terms of visual quality. The blur and control strategies
lead to rapid improvement in CORNIA image quality
with respect to the baseline DCGAN setups. Noteworthy is that despite showing better CORNIA scores,
DCGAN 2 GpD provides poorer visual results than
DCGAN 3 GpD on CelebA. However, CORNIA is agnostic and measures image quality at patch level and
not the semantics.
Finally we summarize and compare our results on
CelebA (Liu et al., 2014), CIFAR10 (Krizhevsky,
2009) and LSUN (Yu et al., 2015) datasets with those
reported by other GANs: DCGAN (Radford et al.,
2015), BEGAN (Berthelot et al., 2017), IWGAN (Improved Wasserstein GAN) (Gulrajani et al., 2017), ITGAN (Improved techniques for training GANs) (Slimans et al., 2016). For training time and stability
comparison we used CelebA with an output resolution of 128 by 128 pixels wherever possible. For IT-
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Figure 7. Samples generated at convergence by GANs trained with different blurring strategies.
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by 128 pixels. However, a topic for future research is
if we could increase the resolution even more with a
more advanced architecture for the generator and the
discriminator. Furthermore, it would be interesting to
explore our proposed techniques in combination with
other approaches such as using a Wasserstein loss (Arjovsky et al., 2017).
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Figure 8. CORNIA scores (lower is better) obtained for the
different architectures trained on CelebA.

GAN and IWGAN we relied on CIFAR10 (Krizhevsky,
2009) with an output resolution of 32 by 32 pixels.
More details are found in the supplementary material. We will publicly release our models and codes at:
https://github.com/IgorSusmelj/ABC-GAN
Table 1. Comparison of GANs with respect to DCGAN.
∼: reference value, ?: not evaluated
Architecture

Image Quality
CelebA
CIFAR10
64x64 128x128
32x32
∼
∼
∼
++
+
++
++
+
++
∼
∼
∼
?
?
+++
?
?
+++
++
++
?

Measures
LSUN
128x128
∼
++
++
∼
?
+++
?

training time stability
DCGAN+C
++
∼
DCGAN+B
+
++
ABC-GAN
+++
++
DCGAN
∼
∼
ITGANa
?
++
IWGANa
–
+++
BEGANa b
––
+
a
Uses a different network than the one used in DCGAN.
b
Introduces holes in images when increasing diversity parameter.

7. Conclusions
We contributed with a two complimentary techniques
for improved training stability and visual quality of
generated images by GANs. The Gaussian blur filter
applied to the discriminated images seems to have significant potential for improving overall sampled image
quality, stability and the output resolution. The adaptive controller applied to regulate the ratio between G
and D train steps sped up the convergence of DCGAN
by more than 5×. The proposed joint adaptive blur
and control in our ABC-GAN significantly improves
training stability and the generative power of GANs.
We showed that DCGAN is capable of generating images with decent quality and a resolution of up to 128
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Abstract
The supplementary material contains additional experiments with different datasets
and resolutions. We also provide higher resolution figures with extended samples of the
ones shown in the paper. Additionally, we
explain in more detail the conducted experiments and results.

1. Supplementary Material
For all our experiments we used the base DCGAN implementation as described in the paper. We also used
the following parameters during training:

1.2. DCGAN+C: Adaptive Controller
In figure 3 we show the individual number of training
iterations for the generator and discriminator(x-axis)
over the total number of training iterations(y-axis).
Training with a fixed generator to discriminator ratio
(e.g. a GpD of 2 or 3) would result in two linear lines
since both, the generator and the discriminator get updated with a fixed ratio. By using the controller, however, the training procedure regularizes itself during
training. In the beginning, the generator gets trained
more often and after around 5000 iterations, which
are less than two epochs, the discriminator dominates.
Figure 4 compares samples after convergence for different GpD step ratios and using the controller.

• Optimizer: Adam using a momentum of 0.5

1.3. ABC-GAN: DCGAN+B+C

• Learning rate: 0.0002

In figure 4 we compare images sampled using the
CIFAR10 (Krizhevsky, 2009) dataset from DCGAN(Radford et al., 2015) and from our ABC-GAN
with a fixed Gaussian kernel size of 3x3. We trained
our network on outputting a higher resolution and
then just down-sampled the images by a factor of two
in order to reduce the noise. If one looks at animals
such as horses one sees that DCGAN isn’t able to generate anatomically correct horses (2nd row, 6th image). ABC-GAN however, is able to generate much
more realistic horses (4th row, last image). Furthermore, ABC-GAN enables one to recognize many other
animals such as a bear (2nd row, 4th image) or a dolphin (5th row, 1st image) whereas with the images
from DCGAN it’s much harder.

• Batch Normalization with a momentum of 0.9
• Batch size: 64
• Network architecture: 4 convolutional layers followed by 1 fully connected layer
1.1. DCGAN+B: Adaptive Blur
Figure 1 shows a comparison of DCGAN with 3 GpD
with and without blur. The used blur is a Gaussian
blur with a kernel size of 3 × 3. The output resolution
of the network is 128 by 128 pixels.
Figure 2 shows a comparison of different blurring
strategies. We show here the full randomly sampled
batch of size 64.
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We also evaluated the architecture with other datasets
such as the bedroom dataset LSUN (Yu et al., 2015).
We again used the trick of sampling at a higher resolution and then downscaling the final image to reduce
the noise induced through the blur filter. In figure 6
we show such an example from LSUN (Yu et al., 2015)
sampled at 128 by 128 pixels and then downscaled to
64 by 64 pixels. We also did the same experiments

ABC-GAN: Adaptive Blur and Control GAN

(a) DCGAN

(b) DCGAN+B

Figure 1. Comparison of DCGAN and DCGAN+B (fixed blur kernel) on an output resolution of 128 by 128 pixels. (See
also figure 2 in the paper.)

using the regressive hyperbolic blur in figure 7. However, the the parameters for the regressive blur still
have room for improvement. At the end, we tried to
bring our implementation of the DCGAN with controller and blur to its limit. We increased the output
resolution of LSUN to astonishing 256 by 256 pixels.
In figure 8 we show some of the sampled images without downscaling. Additionally, we show the full batch
of the same samples downscaled to 128 by 128 pixels,
at a later stage in training, in figure 9. They still look
like bedrooms but the quality clearly suffered. On this
data, we did not try yet the regressive blur strategy.
Note here that all other architectures we evaluated collapsed during this experiment.
1.4. Extended Comparison of GANs
In Figure 10 we show the evolution of the CORNIA
scores during training for various settings. Note, that
we always computed the CORNIA score on a full batch
of 64 images where each image had a resolution of
64 by 64 pixels. For all experiments involving blur
we generated images with an output resolution of 128
by 128 pixels and then downscaled them to 64 by 64
pixels before evaluating the CORNIA score. Without downscaling the noise results in very high CORNIA scores. The reference score using images from
CelebA (Liu et al., 2014) have also been obtained using images with a resolution of 64 by 64 pixels and the
same cropping as done during training the network.

The experiment with DCGAN 3 GpD has a bump
around 75 000 iterations. This is the result of the network collapsing during training. Since the generator
is much stronger with this ratio the experiments fail
sometimes. However, DCGAN with 3GpD usually results in much better results in terms of image quality. There are also smaller bumps for the experiments
with the blur. At the beginning of the training, the
generator isn’t producing meaningful samples at all.
But, those samples also have almost no high frequent
noise. Therefore, the CORNIA score is similar for all
experiments at the first few thousand iterations. With
the blur filter, the noise gets introduced after around
15 000 iterations resulting in an increased CORNIA
score during some experiments. Downscaling by a factor of two seems not reducing the noise enough during
this phase of training.
Table 1 finalizes our results through a comparison with
other works. Note, that we saw all kind of attributes
during the experiments with our architectures. BEGAN however, has the issue of not generating faces
with glasses since this is a very rare attribute in less
than 10% of the dataset.
Since we have conducted experiments with the plain
DCGAN architecture using all datasets we use this as
our reference value. A + (−) means better (worse) image quality in terms of resolution and stability during
training and lower (higher) training time. For CelebA
for example, BEGAN provides best-generated images
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(a) DCGAN with 3 generator per discriminator steps

(b) ABC-GAN with fixed blur kernel size of 3x3

(c) ABC-GAN with linearly decreased blur (σ) during
training

(d) ABC-GAN with hyperbolic decreased blur (σ) during training

Figure 2. Samples generated at convergence by GANs trained with different blurring strategies. (See also figure 7 in the
paper.)

using a resolution of 128 by 128 pixels.
Unfortunately, other works have most of the time only
focused on publishing experiments with one or two
datasets as seen in the table. The question marks show
the missing experimental results. We also used wherever possible samples directly from the official publications and not from unofficial experiments or repositories from the web. For evaluation of the training time,

we used the amount of training iterations or directly
the time where it was available. For example, in BEGAN they trained the full-size network (for an output
resolution of 128 by 128 pixels) during 2.5 days using 4
P100 GPUs. Our experiments with ABC-GAN, using
the same resolution and CelebA with a fixed Gaussian
blur kernel size of 3×3 took less than half a day using a
single GTX Titan X (Pascal). For evaluating the sta-
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(a) Training curves indicating the number of training iterations of the discriminator (orange) and generator
(blue). The marked rectangle is shown in bigger size in (b).

(b) Cropped data of (a) showing the beginning of the training.
Figure 3. The two plots illustrate the number of training iterations (y-axis) for the discriminator (orange) and the generator (blue). (See also figure 5 in the paper.)

bility we checked if the architectures were able to either
work on different datasets or higher resolutions compared to DCGAN. Since our ABC-GAN implementation generated images with much better quality than
the reference DCGAN implementation and was able
to do so for all datasets and resolutions we evaluated
without changing a single parameter we gave it a ++.
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Table 1. Comparison of GANs with respect to DCGAN. (See also table 1 in the paper).
evaluated

Architecture
DCGAN+C
DCGAN+B
ABC-GAN
DCGAN (Radford et al., 2015)
ITGAN (Slimans et al., 2016)a
IWGAN (Gulrajani et al., 2017)a
BEGAN (Berthelot et al., 2017)a
a
b

b

Image Quality
CelebA
CIFAR10
64x64 128x128
32x32
∼
∼
∼
++
+
++
++
+
++
∼
∼
∼
?
?
+++
?
?
+++
++
++
?

Uses a different network than the one used in DCGAN.
Introduces holes in images when increasing diversity parameter.

LSUN
128x128
∼
++
++
∼
?
+++
?

∼: reference value,

?: not

Measures
training time
++
+
+++
∼
?
–
––

stability
∼
++
++
∼
++
+++
+
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(a) Sampled from DCGAN with a GpD
of 2 at convergence after 77 000 iterations.

(a) Sampled from DCGAN (from (Gulrajani
et al., 2017) paper) after 398 000 iterations using a batch size of 100 and an output resolution
of 32 by 32 pixels

(b) Sampled from DCGAN with a GpD
of 3 at convergence after 214 000 iterations.

(b) Sampled from ABC-GAN with a
3x3 gauss kernel after 71 000 iterations and a batch size of 64. The network has been trained on 64 by 64
pixels and the final image has been
downscaled to 32 by 32 pixels
Figure 4. Comparison of DCGAN and our implementation
of ABC-GAN on the CIFAR10 dataset.
(c) Sampled from DCGAN+C at convergence after 28 000 iterations.
Figure 5. Comparison of different DCGAN GpD step ratios and the controller. (See also figure 6 in the paper.)

ABC-GAN: Adaptive Blur and Control GAN

Figure 6. Sampled images on LSUN using the ABC-GAN
with a fixed Gaussian kernel of size 3x3.

Figure 8. Images sampled with 256 by 256 pixels from
LSUN dataset with ABC-GAN with a fixed Gaussian kernel of size 3x3. The same experiment without blur failed.

Figure 7. Sampled images on LSUN using the ABC-GAN
with the regressive hyperbolic blur.
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Figure 9. Images sampled with 256 by 256 pixels from LSUN dataset with ABC-GAN with a fixed Gaussian kernel size
of 3 × 3 and down sampled to 128 by 128 pixels. The same experiment without blur failed.
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Figure 10. CORNIA scores (lower is better) obtained for the different architectures trained on CelebA. (See also figure 8
in the paper).

