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Abstract

pattern summarization or flow understanding for pedestrians or other moving agents, as observed over longer periods
of time. Analyzing the scene properties is a very important
task for many vision applications like visual surveillance,
multiple object tracking [21] and event recognition [4],
since it can provide strong prior information that can improve the performance of the relevant algorithms.

We present a novel method for extracting the dominant
dynamic properties of crowded scenes from a single, static,
uncalibrated camera using a codebook of tracklets. Our
approach relies only on tracklets of fixed length which are
generated based on sparse optical flow. A grid of points is
placed on the image plane and local meanshift clustering is
employed to extract dominant directions of tracklets in the
neighborhood. A Gaussian Process (GP) is fitted to each
tracklet resulting in a codebook, with each codeword representing a local motion model. At test time, a mixture of
weighted local GP experts is applied, providing multimodal
density estimates for next object location and simulation of
full object trajectories. Our scenarios come from challenging crowded scenes, from which we extract dominant local
motion-patterns and use the model to simulate full object
trajectories. In addition, we apply the learnt model to multiple object tracking. Random trajectories are sampled from
the model that match the learnt scene dynamics. Minimum
Description Length (MDL) is employed to pick the best trajectories in order to associate sparse detections over short
time windows. Also, we modify a state-of-the-art multiple
object tracking algorithm leading to significant improvement. Our results compare favorably to a state-of-the-art
algorithm and we introduce a new challenging dataset for
multiple object tracking.

Desirable features of a motion summarization system include: (1) replication of the underlying scene dynamics in
the form of trajectory generation; (2) offline representation
of the motion properties of the scene coupled with an easy
look-up table search for extraction of these properties; (3)
online and incremental modification of the representation of
the model that reflects different daytimes or different motion habits, e.g. running vs. walking; (4) given a point on
the image plane being part of a moving agent, provide probabilistic estimates for next location; (5) probabilistic connectivity maps, that is, the probability of two points being
part of the same motion-pattern; (6) detection of anomalous motions, e.g. car taking a wrong turn; (7) discovery of
global motion-patterns. Our model is able to address all of
the above issues apart from the last one. The last desirable
property however can be implicitly achieved using the first
property and then use existing algorithms for global motionpattern discovery. In this work we primarily introduce the
model and explore some of its properties.
Existing approaches in motion-pattern analysis for scene
and flow understanding rely either (1) on the classical
pipeline of object-detection/tracking to provide full object
trajectories [16], (2) on the usage of low level features of
motion and appearance [15] or (3) on the existence of available datasets in the form of manually annotated object trajectories [11]. Typical approaches in the first category, employ tracking schemes coupled with object detectors [3].
However, for many practical scenarios like crowded scenes,
robust object tracking remains a challenging task and the
extracted information is unreliable. Heavy occlusions, appearance changes and scene clutter are typical reasons of
failure. Therefore, methods in this category are limited to
motion summarization of scenes with a limited number of

1. Introduction
The purpose of this paper is to model the dynamic properties of crowded scenes from a static, uncalibrated camera
by exploiting low level motion information in the form of
local non-parametric motion models.
Recently, scene understanding has gained a lot of attention in the computer vision community. Scene understanding might refer to the geometric structure of the scene [7]
(e.g. roads, buildings, side-walks) or in the motion patterns
performed by the moving agents [15] (e.g. crossing a street,
walking parallel to sidewalks). We are interested in motion417

agents and interactions among them. Approaches in the
second category rely mainly on low-level motion descriptors like optical flow [15], or appearance descriptors like
spatio-temporal features. Finally, datasets with manually
annotated object trajectories is another approach. However,
generating such datasets is time-inefficient, costly and restricted to a limited number of visual scenes only.
Flow summarization in the form of motion-priors is also
important for object tracking algorithms using state-space
approaches. Classical approaches rely on standard Kalman
techniques or use fixed proposal distributions as used in the
particle filtering framework [12]. Adaptive, local, multimodal motion models that encode prior motion observations
are very crucial for successful object tracking. In [19], a
GP Latent Variable Model is used to provide strong motionpriors for object tracking operating only under the dynamics
model.
Our approach, which fits in the second category, does not
require the existence of training datasets or the employment
of tracking algorithms but it relies on sparse optical flow
tracklets that are extracted in an unsupervised way. Similar approaches apply sparse [20] or dense optical flow [15].
However, they operate on optical-flow vectors calculated
every two frames, rely on the quantization of the video into
smaller clips, or quantization of optical flow direction leading to loss of information, inaccurate estimation of motion
direction and introduction of abrupt time boundaries. In addition, we do not perform any form of clustering to generate
global motion-patterns as in [15], which can lead to false
clusters or missed ones. We create local motion-patterns,
generated by clustering the direction of tracklets in a small
neighborhood, and model them in a non-parametric way using a local weighted mixture of GP’s. Local patterns provide flexibility to the model, limit the influence of clustering errors and preserve local motion behaviors in contrast
to global motion-pattern discovery algorithms as mentioned
above. Our approach balances between global methods
for motion-pattern discovery and motion-priors for object
tracking. It is stochastic and generative, allows the simulation of full object trajectories that match the scene dynamics, is capable of providing point-wise predictions for next
object location in the form of predictive density and provides connectivity probability between any two points. The
model also allows naturally incremental updates, reflecting
different motion-patterns at different time instances e.g. day
vs. night.
Very recently, independently from us, a similar approach
based on GP’s has been proposed by [8] modeling optical
flow as a vector field. However, they are exploiting global
motion information in the form of long trajectories, contrary
to our local approach, and they apply their model mainly for
anomaly detection.
The remainder of the paper is as follows. In Section 2

the overall algorithm is introduced. The tracklet modeling
based on GP’s is explained in Section 3. In Section 4 we
evaluate the proposed model. The conclusions are drawn in
Section 5.

2. Algorithm
In this section we give an overview of the steps of our
algorithm (see Figure 1) for learning the codebook of tracklets for an image sequence.
First, interest points are detected in every frame and
tracked over time using the KLT-tracker [1]. Thus, from
each frame, new tracklets are initialized at the location of
the detected interest points. A tracklet t is defined as an
ordered set of points w.r.t. time:
2×L
t = {xt , yt }L
t=1 , t ∈ R

(1)

where L is the length of each tracklet. The length of the
tracklet depends on the frame-rate of the sequence, the position of the camera and the intensity of the motion-patterns
performed in the scene. In our experiments we fix the length
of each tracklet to L = 17.
Second, for each tracklet, a set of tests is applied to
validate its viability. We test whether an interest point is
reached from its future prediction using inverse point tracking, whether the speed exceeds a threshold and whether the
standard deviation of the coordinates of the final tracklet,
as it reaches the fixed size, is larger than a value. The generated tracklets are post-processed in order to remove selfcrossing trajectories and then filtered to produce smoother
paths. This produces a large pool of tracklets that summarize the motion-patterns observed in the scene. To reduce
this large set we put a grid of equally-spaced points in the
scene. At every point, the local neighborhood is examined
and meanshift clustering [2] is performed to detect local
clusters in the direction of tracklets. For each detected cluster, the mean of all the tracklets in the cluster is assigned to
that point. Each generated tracklet represents a local motion model. Thus, in that way, every grid point obtains multiple local motion models that reflect the underlying scene
dynamics. With local meanshift clustering as already mentioned above, we limit the influence of global clustering errors. We keep only local patterns based on their frequency,
e.g. a specific activity has been observed many times locally.
Third, a GP [14] is fitted to each tracklet and its hyperparameters are learnt. The result is a ’codebook’ of tracklets
together with its parameters.
C = {ti , θi }N
i=1

(2)

where N is the total number of tracklets for the scene under
consideration. The number of ’codewords’ depends on the
sampling grid used and can vary from coarse-grid tracklet
association to per pixel analysis and can be set based on the
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Figure 1. Steps of the algorithm for learning the codebook of tracklets. a) Input image sequence. b) Extraction of primitive tracklets. c)
Filtered and clustered final tracklets. d) Modeling of each tracklet with a Gaussian Process. e) Codebook representation: tracklets with
their fitted GP’s.

image resolution and/or the desired precision. In our experiments a good coverage of the underlying motion fields is
obtained with strides of 20 pixels in both image directions.
We maintain for each tracklet its reversed version to cater
for opposite directions.
The above procedure assigns different dynamic properties to different image regions that can be extracted using
a simple look-up table. Figure 1 summarizes the steps for
creating the codebook of tracklets.

since we are modeling the dynamic behavior of each tracklet in a similar fashion as in [5, 9], the data used for learning a regression function for each tracklet takes the form:
L
Dx = {zt−1 , xt }L
t=2 and Dy = {zt−1 , yt }t=2 for the x and
y coordinates respectively, where zt−1 are the object coordinates at time t − 1 : zt−1 = [xt−1 , yt−1 ] and L the length
of the tracklet. In the above formulation we treat the previous position zt−1 as the input variable and the next object
position xt and yt in both coordinates as the target variable
respectively.
We opted for a linear mean function m(x) = ax + b for
the GP. Such a function allows a path to go on even if there
are no training data in the neighborhood. A non-zero mean
function is very crucial for our model, since at image points
far away from observed motion, we prefer an object to keep
moving, thus handily dealing with occlusion.
For the covariance function, we opted for a radial basis
function:

3. Gaussian Processes Tracklet Modeling
Of great importance for modeling dynamical systems is
the state-transition function zt = f (zt−1 , . . . zt−N , nt ),
where zt is the state at time t, zt−i the state at previous
times and nt noise dependent on the current state, and represents a general Markov model of N -th order. Assuming
additive gaussian noise and a first-order Markov model, the
state-transition function can be simplified in the form:
zt = f (zt−1 ) + nt

(3)

2

K(x1 , x2 ) = σf2 exp(−

We are interested in learning a predictive density for the
next state given the current state, that is, we are interested
in learning a density of the form p(zt |zt−1 ). In the case
of object tracking the states may represent image coordinates or other useful information. Towards this end, we use
GP regression in order to model the dynamic properties of
a tracklet t. GP’s represent a very handy probabilistic tool
that can be used as a black box in supervised learning [14].
They have become quite popular because of their ability to
model complex non-linear functions with little parameterization and their ability to provide uncertainty estimates in
the form of prediction variance. A GP is fully defined by its
mean m(x) function and covariance function K(x1 , x2 ).
For further details regarding the usage of GP’s for regression, we refer to [14] and the references therein.
Since each tracklet is an ordered set of points, we are
interested in learning a prediction density based on each
tracklet, thus providing localized predictions over the image domain. We are learning two GP’s for each tracklet:
one for the x and one for the y coordinates. In our case,

1 k x1 − x2 k
) + σn2
2
σl2

(4)

that enforces smooth trajectories, where σf2 and σl2 are parameters of the covariance function and σn2 the noise variance. The predictive density for next object location for the
x coordinates using the GP from tracklet ti then becomes:
p(xt |zt−1 , ti ) = N (GPm (ti , zt−1 ), GPK (ti , zt−1 )) (5)
where GPm (ti , zt−1 ) and GPK (ti , zt−1 ) are the mean and
variance for the predictive density using the data from tracklet ti at location zt−1 . A similar density is derived for the y
coordinates respectively.
An advantage of using small tracklets vs. larger trajectories lies in the assumption that a tracklet, seen as a random
process, remains stationary, thus enabling the usage of stationary covariance kernels. On the other hand, in the case of
long and rapidly moving paths, one cannot expect to model
them with a stationary kernel.
419

given the current position, using a gaussian distribution, remains very restrictive, since moving agents by nature can
exhibit bifurcations even in smooth motion-patterns. In order to obtain multimodal estimates, we adopt a weighted
mixture of GP regressors as in [18], that bypasses the problem of unimodality and allows the generation of multimodal
density estimates at every point on the image plane. More
formally, we model the density estimate as a mixture of
GP’s:

p(xt |zt−1 , T ) =

K
X

wi p(xt |zt−1 , ti ) =

i=1

3.1. HyperParameter Learning
Given a dataset in the general form:
(6)

i=1

3.3. Trajectory generation

we learn the hyperparameters of each GP using type II likelihood maximization [14]:

As described above, given an estimate of the current position zt = [xt , yt ], an estimate of the next object location
zt+1 = [xt+1 , yt+1 ] can be obtained as follows:

1
1
N
L(θ; D) = − yT K−1
log |Ky | −
log 2π (7)
y y−
2
2
2

PK
p(xt+1 |zt , T ) = i=1 wi p(xt+1 |zt , T )
PK
p(yt+1 |zt , T ) = i=1 wi p(yt+1 |zt , T )

The unknown parameters θ = (a, b, σf , σl , σn ) of the mean
and the covariance function are computed with gradient descent on the partial derivatives of the likelihood function:
∂
1
∂K
1
∂K
L(θ; D) = yT K−1
y − tr(K−1
)
∂θj
2
∂θj
2
∂θj

wi N (µti , σt2i )

(9)
where T = {ti }K
is
the
set
of
tracklets
in
the
neighbori=1
hood of a point zt−1 and N (µti , σt2i ) the predictive density
for each tracklet as learnt in (5). wi is the weight of each
component in the mixture which is set as inversely proportional to the minimum distance from the point to the tracklet. In our experiment we opted for T = 3 as mixture components.

Figure 2. Three tracklets depicted with red and their associated
predictive variance superimposed on the image.

M
D = {(xi , yi )}N
i=1 = {X, y}, xi ∈ R , yi ∈ R,

K
X

(10)

for the x and y coordinates respectively. Full object paths
can be generated with sequential sampling. The generation
of a path is initiated with the selection of a starting point. A
mixture from the local tracklets is formed and a prediction
is made. In subsequent steps, the path that is sequentially
formed, is used to define the new set of tracklets to form
the mixture. This is done by comparing the direction of
the newly formed path with the tracklets in the codebook.
Thus, the path is constrained to be consistent with the existing tracklets in the model. In areas where there is no motion information, a GP is learnt online from the path itself,
allowing it to grow with no reference to the codebook.

(8)

Since the likelihood function is non-linear, in order to avoid
local minima, we carefully initialize the parameters as follows: σl is set equal to the standard deviation of the x and
y coordinates, for each GP respectively and σf to 4 pixels, assuming that the local motion models do not vary very
rapidly. σn is set to 0.1.
Although the hyperparameters can be computed in an online fashion at testing time, we compute all the hyperparameters from each process offline and cache them in order to
save computation time. Thus, using the local GP reduces to
a simple look-up table search. Figure 2 shows the predictive
variance of three tracklets.

3.4. Probabilistic connectivity map
Our model, apart from being able to provide probabilistic point estimates and trajectory generation, it can be also
used to provide information regarding the connectivity between two points, that is, the probability of reaching one
point from another one. To this end, for every grid point in
our model, we sample trajectories. For every trajectory, we
find the closest distance to any other grid point and transform it using exponentiation to probability, and finally average over all trajectories-samples (see Figure 3). The final connectivity map is obtained with interpolation for the

3.2. Mixture of Local Gaussian Process Regressors
Despite the fact that a GP can successfully model nonlinear functions, the estimates still remain simple unimodal
gaussian distributions. Modeling changes in target location
420

quential sampling. The number of local experts is set to
T = 3. Despite the small number of frames in each of the
training sequences, we are able to recreate realistic paths in
both of them. More specifically as can be seen from the last
three rows of the first column, the ’children’ sequence, we
generate paths that are parallel with the pedestrian crossing
and either end in the entrance of the school or move diagonally and exit the scene. All of the generated paths are in
accordance with the occurring motion-patterns in the scene.
In addition, in the BBC sequence we notice that by picking a point in the bottom central area, our method is able to
replicate paths simulating cars that either select the right or
the left turn.

4.2. Multiple object tracking

Figure 3. Probabilistic Connectivity Map. Probability of reaching
a point on the image starting from the depicted green point. Red
values indicate higher probability.

Robust multiple object tracking for crowded scenes still
remains a hard problem. Instead of employing complex
appearance models, we opt to use our codebook as a strong
prior motion model of the pedestrians in the scene. The
basic assumption is that the learnt motion-patterns will be
close to the actual occurring trajectories. We train our codebook on the first half of the ’children’ sequence and apply
it on the second. We use a standard part-based HOG pedestrian detector [6] for providing detections to our pipelines. 3

rest of the pixels. This type of information is important for
data-association based tracking algorithms, that is, whether
two detections can be grouped based on their ‘connectivity‘.
We exploit this information to modify a state-of-the-art algorithm for multiple object tracking [13].

4. Experimental Results

MDL local optimization. We generate random pathshypotheses using the codebook and proceed in a data association manner to assign detections to hypotheses in a MDL
fashion similar to [17, 10].
More specifically, we split the video in small overlapping
clips, thus the MDL formulation is local. In our experiments
we fixed the number of frames per clip to 17. For such a
scenario with many pedestrians we increase the threshold
of the detector to reduce the number of false positives.
For every detected bounding box, Di , in the videoclip,
we sample random paths initialized at the box center, thus
creating a pool of hypotheses. A detection, Di , is defined
by the bounding box, its center Zi and an appearance model
Ai , taken as an 16-bin RGB color histogram over the pixels
from the upper side of the bounding box. Thus, each hypothesis hi has a trajectory, a color model Ahi taken from
the bounding box from which it originated, and other associated detections. The hypotheses are competing over the
detections, seen as candidates, to offer support to only one
hypothesis.
More formally, the savings in code length for MDL or
score of each hypothesis h is defined as

We investigate the proposed GP tracklets for simulating
plausible trajectories on crowded scenes. In addition, we
apply our model for multiple object tracking using either
the trajectory generation approach in a local MDL-based
optimization or the learnt probabilistic connectivity maps
as motion-priors in a global optimization framework [13].

4.1. Simulation of Motion Patterns
We test the generative power of our GP tracklets on a
publicly available dataset from the BBC1 and one challenging sequence with multiple pedestrians that we introduce2 ,
named ’children’ sequence (see Figure 4). The BBC sequence, 71 seconds long, depicts a bird’s eye-view scene of
busy roads. It is a challenging scene, since there are multiple motion-patterns taking place in the same image regions
and especially in the central part of the scene. The ’children’ sequence, 62 seconds long, is captured in front of a
school gate. Children are leaving school and their parents
are waiting to pick them up. Due to the high number of people, there are multiple motion-patterns that occur: crossing
the pedestrian-crossing, walking on the sidewalks or taking
different routes. Figure 4 depicts results using the proposed
method.
To recreate the motion-patterns that occur in the scene,
we randomly pick points and draw random paths using se-

S(h) = Sdata (h) − k1 Smodel (h) − k2 Serror (h)

(11)

where Smodel is the cost of the model, here taken 1, of using
the hypothesis, Sdata is the benefit from the hypothesis in

1

http://server.cs.ucf.edu/˜vision/
2 http://homes.esat.kuleuven.be/ rtimofte/
˜
children_sequence.zip

3 http://people.cs.uchicago.edu/
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˜pff/latent/

a)

b)

Figure 4. Simulated trajectories from the learned motion patters. The top row depicts images from sequences used to validate our approach.
The last three rows depict simulated trajectories starting from different points , depicted with green, superimposed on the learned codebooks
for each scene. a) Tracking sequence. b) BBC sequence with cars and motorcycles.

explaining the detections and Serror is the error introduced
in explaining the observations/detections by the hypothesis. k1 and k2 are weights empirically set through crossvalidation (here k1 = .8, k2 = .1). For each candidate detection ci , the likelihood to belong to a specific hypothesis
is defined as:

is given by:
Sdata (h) =

X

p(ci , h)

(13)

(1 − p(ci , h))

(14)

c∈Ch

while the error is taken as:
Serror (hi ) =

X
c∈Ch

p(ci , h) = exp(−0.5 EMD(Ah , Ai )) exp(− min(dist(h, Zi )))
The intersection between the supporting candidates of two
(12)
hypotheses C = Chi ∩ Chj define the interaction in the
where EMD is the Earth Mover’s Distance and dist is the
savings
of two hypotheses that need to be taken only once:
distance in pixels between the center Zi of the candidate
X
detection ci and the trajectory of the hypothesis. The exShi ,hj =
min {Sdatat (c) − k2 Serrort (c)} (15)
t∈{i,j}
plained part by a hypothesis h with a set of candidates Ch
c∈C
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4.3. Discussion
In our experiments we explored the generative power of
our non-parametric motion-priors (GP tracklets) and came
up with an MDL-formulation for the recovery of the trajectories from sparse detections. In addition, we explored
the probabilistic connectivity maps for modifying a stateof-the-art global solver to benefit from the motion-prior information. Figure 4 depicts some examples of newly generated paths based on our motion-priors model. The main
benefit of our local motion-priors is the ability to generate
new, unseen (in the learning) paths and thus adding flexibility and reducing the amount of data necessary to learn. Figure 5 shows the relative performance of the original global
solvers (DP - dynamic programming, DP+NMS - dynamic
programming with non-maximum suppression, SSP - successive shortest path) for multiple object tracking against
our motion-priors driven solvers (GP+MDL - GP’s with
MDL, GP+DP+NMS - GP’s with DP+NMS) and the baseline given by the raw output of the pedestrian detector. Our
GP+MDL method (see Figure 5 and 6) proved to be on par
at 1 FPPI with the state-of-the-art global method from [13]
and better after, while the state-of-the-art method DP+NMS
adapted to include the motion information is the best performing method. This proves the usefulness of motionpriors in tracking. The processing speed of our method
depends mainly on the number of frames in the image sequence. For our experiments, an offline model is generated
within few hours with a normal PC using unoptimized Matlab code.

Figure 5. Detection rate versus FPPI on our dataset. We compare
the methods from [13], DP, DP+NMS, SSP with ours using motion
information, GP+DP+NMS and GP+MDL. HOG stands for the
baseline HOG-detector used as input for the other methods. We
show that using GPs (the probabilistic connectivity maps) we can
largely improve the performance (see GP+DP+NMS).

where Sdatat (c) and Sdatat (c) are constrained to the contribution of c to ht .
We use MDL to pick the best hypotheses that explain the
scene by solving a Boolean Quadratic Optimization [17, 10]
where only pairwise interactions between the hypotheses
are considered:
max(nT Sn)
n

(16)

where n ∈ {0, 1}M is an indicator vector and S represents
the interaction matrix with sii = Shi and sij = sji =
Shi ,hj .
The output of MDL is a set of trajectories together with
their associated sparse detections. To fill in the missing
detections in order to create a full track for a videoclip,
we apply a simple HOG-based template tracker for frames
with missing detection for each hypothesis.

5. Conclusions
In this work, we presented a novel method for extracting the dominant dynamic properties of crowded scenes,
recorded by a static camera, using a codebook of tracklets.
The codebook is flexible and can be updated incrementally.
Each tracklet embeds a local motion model by means of a
GP. A mixture of weighted local GP’s is employed for handling multimodality in the scene. The power of mixture of
GP’s is shown on crowded scenes, where we extract dominant local motion-patterns and use the model to simulate
full object trajectories. Furthermore, we apply the learnt
scene model to multiple object tracking by random trajectory sampling and MDL optimization for the best explanatory trajectories from sparse detections over short time windows. We modified a state-of-the-art algorithm for object
tracking and showed that the incorporation of motion-priors
greatly improves the performance. The proposed method
has many desirable properties and can be used in many
surveillance scenarios. With our experiments, we have
only scratched the surface of the capabilities and applications of our model. Future work will focus on extended
tracking experiments and anomaly detection.

Global optimization. Recently, an efficient state-of-theart globally-optimal multiple object tracking algorithm was
proposed in [13].4 This algorithm uses a graph formulation and works in its original release without considering motion-priors or other appearance cues other than the
bounding box ratio, position, and size. We add the motionpriors into the algorithm formulation by modifying the transition cost between two windows/detections, seen as nodes
in their graph formulation, to use the probabilistic connectivity maps as introduced in Section 3.4. This simple modification brings substantial improvement over the original
formulation showing the usefulness of the motion-priors in
the task of multiple object tracking (see Figure 5).
4 http://www.ics.uci.edu/ hpirsiav/papers/
˜
tracking_cvpr11_release_v1.0.tar.gz
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Figure 6. Visual results using our GP+MDL approach. Fist row depicts three different frames while the bottom row depicts tracking results
after a few frames.
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