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Abstract
This paper reviews the first AIM challenge on bokeh effect synthesis with the focus on proposed solutions and results. The participating teams were solving a real-world
image-to-image mapping problem, where the goal was to
map standard narrow-aperture photos to the same photos
captured with a shallow depth-of-field by the Canon 70D
DSLR camera. In this task, the participants had to restore
bokeh effect based on only one single frame without any
additional data from other cameras or sensors. The target metric used in this challenge combined fidelity scores
(PSNR and SSIM) with solutions’ perceptual results measured in a user study. The proposed solutions significantly
improved baseline results, defining the state-of-the-art for
practical bokeh effect simulation.

1. Introduction
The topic of image manipulation related to portable
smartphone cameras has recently witnessed an increased
interest from the vision and graphics communities, with a
large number of works being published on different image
quality enhancement aspects [7, 8, 9, 24, 1], photo segmentation and blurring [26, 22, 3, 2], style transfer [4, 12, 16],
etc. One of the topics that gained a huge popularity over
the past years is an automatic bokeh effect synthesis that
can be now found in the majority of smartphone camera applications. The first works on portrait segmentation [10] appeared in 2014, followed by many subsequent
papers that have substantially improved the baseline results [22, 28]. A further development in this field was faciliA. Ignatov and R. Timofte ({andrey,radu.timofte}@vision.ee.ethz.ch,
ETH Zurich) are the challenge organizers, J. Patel worked on the dataset
collection, while the other authors participated in the challenge.
The Appendix A contains the authors’ teams and affiliations.
AIM 2019 webpage: http://vision.ee.ethz.ch/aim19

tated by work [26] that in detail described a synthetic depthof-field rendering method used by Google Pixel phones.
The AIM 2019 challenge on bokeh effect synthesis is a
step forward in benchmarking example-based single image
bokeh effect rendering. It uses a large-scale ETH Zurich
Bokeh dataset consisting of photo pairs with shallow and
wide depth-of-field captured using the Canon 70D DSLR
camera, and is taking into account both quantitative and
qualitative visual results of the proposed solutions. In the
next sections we describe the challenge and the corresponding dataset, present and discuss the results and describe the
proposed methods.

2. AIM 2019 Bokeh Effect Synthesis Challenge
The objectives of the AIM 2019 Challenge on bokeh effect synthesis are to gauge and push the state-of-the-art in
synthetic shallow depth-of-field rendering, to compare different approaches and solutions, and to promote realistic
settings for the considered problem as defined by the ETH
Zurich Bokeh dataset described below.

2.1. ETH Zurich Bokeh dataset
In order to tackle the problem of realistic bokeh effect
rendering, a large-scale dataset containing more than 10K
images was collected in the wild. By controlling the aperture size of the lens, images with shallow and wide depthof-field were taken. In each photo pair, the first image was
captured with a narrow aperture (f/16) that results in a normal sharp photo, whereas the second one was captured using the highest aperture (f/1.8) leading to a strong bokeh
effect. The photos were taken during the daytime in a wide
variety of places and in various illumination and weather
conditions. The photos were captured in automatic mode,
and we used default settings throughout the whole collection procedure. An example set of collected images can be
seen in figure 1.

Canon photo, aperture f/16

Canon photo, aperture f/1.8

Figure 1. Example images from the collected ETH Zurich Bokeh dataset. The left image was taken with a narrow aperture (f/16) and has a
wide depth-of-field, while the right one was captured with the highest aperture (f/1.8), leading to a strong bokeh effect.

The captured images are not ideally aligned, therefore
they were first matched using SIFT keypoints and RANSAC
method. Then they were cropped to the intersection part and
downscaled to a resolution of approximately 1024×1536
pixels. This procedure resulted in over 5 thousand image
pairs. Around 200 image pairs were reserved for testing,
while the other 4.8K photo pairs were used for training and
validation.

2.2. Tracks and Competitions
The challenge consists of the following phases:
i development: the participants get access to the data;
ii validation: the participants have the opportunity to
validate their solutions on the server and compare the
results on the validation leaderboard;
iii test: the participants submit their final results, models,
and factsheets.
All solutions submitted by the participants were evaluated based on three measures:
• PSNR measuring fidelity score,
• SSIM, a proxy for perceptual score,
• MOS (mean opinion scores) by a user study for explicit
image quality assessment.
The AIM 2019 Bokeh Effect Synthesis challenge consists of two tracks. In the first “Fidelity” track, the target is
to obtain an output image with the highest pixel fidelity to
the ground truth as measured by PSNR and SSIM metrics.
Since SSIM and PSNR scores are not reflecting many aspects of real quality of the resulted images, in the second,
“Perceptual” track, we are evaluating the solutions based on
their Mean Opinion Scores (MOS). For this, we conduct a
user study involving several hundreds of participants (using

Amazon’s MTurk platform ) evaluating the visual results
of all proposed methods. The users were asked to rate the
quality of each submitted solution (based on 10 full resolution enhanced test images) by selecting one of five quality
levels (0 - almost identical, 1 - mostly similar, 2 - similar, 3 somewhat similar, 4 - mostly different) for each method result in comparison with the original Canon images exhibiting bokeh effect. The expressed preferences were averaged
per each test image and then per each method to obtain the
final MOS.

3. Challenge Results
From above 80 registered participants, 9 teams entered
the final phase and submitted results, codes / executables,
and factsheets. Table 1 summarizes the final challenge results and reports PSNR, SSIM and MOS scores for each
submitted solution, as well as the self-reported runtimes and
hardware / software configurations. The methods are briefly
described in section 4, and the team members and affiliations are listed in Appendix A.

3.1. Architectures and Main Ideas
All the proposed methods are relying on end-to-end deep
learning-based solutions. The best results are achieved by
models that are combining the ideas of multi-scale image
processing, residual learning and depth or saliency detection modules. For faster training and lower RAM consumption (allowing to use larger batch sizes), most of the teams
were doing image processing in low-resolution space. The
most popular loss functions are L1 and MSE, though they
were often used in a combination with adversarial (GAN),
color, Sobel, SSIM and VGG-based losses. Almost all
teams are using Adam optimizer [13] to train deep learning
models and PyTorch to implement and train the networks.
https://www.mturk.com/

Team
islab-zju
CVL-IITM
IPCV IITM
VIDAR
XMU-VIPLab
KAIST-VICLAB
SLYYM
Bazinga
aps vision@IITG

Author
q19911124
tensorcat
kuldeeppurohit3
SchoolYellow
Yangwj
JSChoi
rliu
kmaeii
ghoshsujoy19

Framework
n.a.
PyTorch
PyTorch
PyTorch
PyTorch
TensorFlow
PyTorch
PyTorch
PyTorch

Factsheet Info
Hardware, GPU
GeForce GTX 2080 Ti
GeForce GTX 1080 Ti
Nvidia TITAN X
GeForce GTX 1080 Ti
Nvidia TITAN
Nvidia TITAN Xp
Nvidia TITAN Xp
Nvidia TITAN Xp
Nvidia DGX

Runtime, s
0.27
0.8
2.5
0.53
0.6
0.097
0.1
0.09
270 (CPU)

Track 1: Fidelity
PSNR↑
SSIM↑
23.43(2)
0.89
22.90(6)
0.87
23.17(5)
0.88
23.93(1)
0.89
23.18(4)
0.89
23.37(3)
0.86
22.25(7)
0.85
22.15(8)
0.84
20.88(9)
0.77

Track 2: Perceptual
PSNR↑
SSIM↑
MOS↓
23.43
0.89
0.87(1)
22.14
0.86
0.88(2)
23.17
0.88
0.93(3)
23.93
0.89
0.98(4)
23.18
0.89
1.02(5)
23.37
0.86
1.08(6)
22.25
0.85
1.10(7)
22.15
0.84
1.48(8)
20.88
0.77
1.53(9)

Table 1. AIM 2019 bokeh effect synthesis challenge results and final rankings. The results are sorted by the MOS scores.

3.2. Performance

4.1. islab-zju

Quality. All the teams, except CVL-IITM, submitted the
same solution to both challenge tracks. As expected the
perceptual ranking according to the MOS does not strongly
correlate with the fidelity measures such us PSNR and
SSIM. Particularly VIDAR team ranks first in terms of fidelity but only fourth in terms of perceptual quality. Interestingly, the islab-zju team comes second in fidelity but first
in perceptual quality, slightly above CVL-IITM team.

Team islab-zju proposed a multiscale predictive filter
CNN illustrated in Fig. 2 for synthesizing bokeh effect. The
MPF contains 3 levels that are processing the input image at
different scales. The model starts with a pixel shuffle [23]
layer that is used to reduce the input image resolution by a
factor of two, followed by two 2×2 stepped convolutional
layers starting the other two scale levels. In each level,
there are three basic blocks: gate fusion block (GFB), constrained predictive filter block (CPFB) and image reconstruction block (IRB). The GFB contains 5 densely connected convolution layers for extracting deep features and
is designed to detect salient objects and fuse the features
from salient and in-salient areas. The IRB block consists
of a 12-channel convolutional layer and a 2×2 pixel shuffle layer and is used to upsample the convolutional features
produced by the GFB. The CPFB block generates predictive
convolutional filters that are merged using a locally connected 2D convolution with the outputs of the IRB block.
The model is trained on 128×128 image patches concatenated with their vertical and horizontal coordinate maps to
indicate their location on the original full-resolution image.
The model was trained using a multiscale supervised
learning with a combination of L1 and L1 Sobel losses at
each of three scales. The parameters were optimized using
the Adam method with a batch size of 16. The learning rate
was initialized to 10e−4 and was halved every 10 epochs.

Runtime. The self-reported runtimes of the proposed solutions on standard Nvidia GPU cards vary from 0.1s to
more than 2.5s per single image. The fastest solutions
( 0.1s) are also among the worst performing in perceptual
ranking, while the top fidelity method of VIDAR requires
0.53s and the top perceptual methods of islab-zju and of
CVL-IITM require 0.27s and 0.8s, respectively. Thus, the
proposed solutions require further development to meet the
requirements for real-time applications on the current mobile devices such as smartphones.

3.3. Discussion
The AIM 2019 bokeh effect synthesis challenge promoted realistic settings for shallow depth-of-field rendering — instead of using synthetic datasets capturing only
a few aspects of the real bokeh effect, the participants
were proposed to model a shallow depth-of-field with the
ETH Zurich Bokeh dataset containing paired and aligned
low- and high-aperture photos captured with a high-end
Canon 70D DSLR camera. A diversity of proposed approaches demonstrated visual results with a significantly
altered depth-of-field. We conclude that the challenge
through the proposed solutions defined the state-of-the-art
for the practical bokeh synthesis task.

4. Challenge Methods and Teams
This section describes solutions submitted by all teams
participating in the final stage of the AIM 2019 bokeh effect
synthesis challenge.

4.2. CVL-IITM
The solution of CVL-IITM team (Fig. 3) is based on the
depth estimation network (MegaDepth) proposed in [15].
The outputs produced in its last spatial softmax layer are
used to compute the weighted sum of original image and
image smoothed by different Gaussian filters. The final output of the model Ibokeh is given by:
Ibokeh = W1

Iorig + W2
W3

G(Iorig , k1 )+

G(Iorig , k2 ) + W4

G(Iorig , k3 ),

where Iorig is the original input images, is the pixel-wise
multiplication operation, G(I, k) is image I smoothed by a

networks to achieve more accurate rendering results. The
resulting feature maps are passed to a U-net [21] based encoder consisting of densely connected modules. The first
dense-block contains 12 densely-connected layers, the second block – 16, and the third one – 24 densely-connected
layers. The weights of each block are initialized using the
DenseNet-121 network [6] trained on the ImageNet dataset.
The decoder has two difference branches which outputs are
summed to produce the final result. The first branch has a
U-net architecture with skip-connections and also consists
of densely connected blocks. Its output is enhanced through
multi-scale context aggregation through pooling and upsampling at 4 scales. The second branch uses the idea of
dynamic filtering [11] and generates dynamic blurring filters conditioned on the encoded feature map. These filters
are produced locally and on-the-fly depending on the input,
the parameters of the filter-generating network are updated
during the training. We refer to [19] for more details.

Figure 2. Multiscale predictive filter (MPF) model proposed by
islab-zju team and the architectures of the gate fusion block (GFB)
and the constrained predictive filter block (CPFB).

Figure 4. Depth-guided Dynamic Filtering Dense Network proposed by IPCV IITM team.

Figure 3. Depth estimation network used by CVL-IITM team.

This entire model is trained on 640×640 image patches
using the L1 loss, and at the end is fine-tuned with the
MSE loss. The initial learning rate is set to 10e−4 and has
a decay-cycle of 200 epochs, Adam optimizer is used for
training the network.

4.4. VIDAR
k × k Gaussian filter, and k1 , k2 , k3 are equal to 25, 45 and
75, respectively. The network was trained to minimize L1
loss function on resized to 384×512 px images. In the perceptual track, the model was additionally fine-tuned on the
768×1024 px images with L1 and then with SSIM losses.
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The authors proposed a depth-guided dynamic filtering
dense network for rendering shallow depth-of-field (Fig. 4).
At the onset, the network uses a space-to-depth module that
divides each input channel into a number of blocks concatenated along the channel dimension. The output of this
layer is concatenated with the outputs of the pre-trained
depth estimation [15] and salient object segmentation [5]
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Figure 5. Multiscale connected residual attention UNet with fusion
modules proposed by VIDAR team.

Team VIDAR used an ensemble of five U-Net based
models (Fig. 5) with residual attention mechanism de-

scribed in [29]. The model consists of multiple atrous spatial pyramid pooling blocks, fusion modules, channel attention blocks and dual residual blocks. For the loss function,
a combination of the MSE, SSIM, VGG and gradient losses
operating on different scales is used.
The model was trained using the Adam optimizer with
β1 =0.9, β2 =0.999 and a batch size of 1. The initial learning
rate was set to 1e−3 and the polynomial function was used
for decay policy. During the test time, the results of the five
models were combined to achieve the highest performance.

4.5. XMU-VIPLab

Figure 7. A low-complex residual autoencoder network with a
non-local block proposed by KAIST-VICLAB team.

is downscaled by a factor of 4 using a space2depth (S2D)
operation that is followed by 8 residual blocks working in
the low-resolution feature space. The spatial size is further reduced in the four subsequent blocks consisting of two
residual blocks with one space2batch operation in between.
Additionally, one non-local block [27] (without a time dimension) is added to make use of all spatial information.
The decoder consists of 4 blocks, each one with two residual blocks and one batch2space operation in between. Then
the feature maps are up-scaled by a factor of 4 using one
convolutional layer with depth2space operation, and the resulting output is concatenated with the input image and is
passed to the final convolutional layer.
The network was trained on 1024×1024 px images using
the ADAM optimizer with L1 regularization and an initial
learning rate of 3e−4 . The model was trained for 2e5 iterations with a mini-batch size of 1, and the learning rate was
decreased by a factor of 10 after 105 iterations.

4.7. SLYYM

Figure 6. The overall model architecture (top) and the structure of
the bokehNet (middle and bottom) proposed by XMU-VIPLab.

SLYYM team proposed a masked bokeh GAN model
based on the SPADE architecture [17]. To enhance the
performance of the model, the authors additionally used a
saliency detection model [5] to obtain coarse saliency masks
that are passed to a conditional SPADE generator together
with the input image. This generator is trained to produce a
global bokeh image ISPADE and a refined saliency mask m̂
that are used to obtain the final bokeh image Ibokeh as:
Ibokeh = Iorig

XMU-VIPLab used two bokehNets shown in Fig. 6 for
extracting global and local features from the input images.
Each bokehNet consisted of several convolutional, residual,
transposed convolutional and memory blocks. The obtained
features were then concatenated and passed to a selective
kernel network described in [14]. A two-stage training procedure was used, where in the first phase the bokehNets
were trained to perform different feature extraction tasks,
and in the second phase the model was trained as a whole.

4.6. KAIST-VICLAB
KAIST-VICLAB proposed a low-complex residual autoencoder network with a non-local block for bokeh effect
generation (Fig. 7) inspired by [25]. First, the input image

m̂ + ISPADE

(1 − m̂),

where is the pixel-wise multiplication operation. In addition to the GAN loss used in the SPADE, the authors also
added a mask matching loss to make the generated mask
well-refined. The generator and discriminator were trained
using the standard GAN alternative scheme for 350 epochs.

4.8. Bazinga
The authors used a pre-trained BASNet [20] model to
obtain a saliency map that was passed to a deep residual
network illustrated in Fig. 8. The model downscales the
input feature maps and further processes them in multiple
residual-in-residual dense blocks. The output of the model
is upscaled, multiplied by the original image and processed

Bolun Zheng – zhengbolun1024@163.com,
Xin Ye, Li Huang, Xiang Tian
Affiliations:

Zhejiang University, China

CVL-IITM
Title:

DoF Effect Generation using Depth-aware Blending of
Smoothed Images

Members:
Saikat Dutta – saikat.dutta779@gmail.com,
Figure 8. Bazinga’s network architecture.

Affiliations:
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by the last two convolutional layers to obtain the final result.
The network was trained with a combination of L1 , SSIM
and color losses for 50 epochs with the initial learning rate
of 1e−4 .

4.9. aps vision@IITG
Team aps vision@IITG first used a Canny edge detector [18] to locate the objects of interest. The obtained gradient maps were concatenated with each of the three images
obtained by applying Gaussian blur (with kernels 1, 5 and
14) to the input image, and then were processed in three parallel blocks with four convolutional layers in each one. The
resulting feature maps were concatenated and passed to the
residual network consisting of 18 layers which output was
added to the original image. The authors trained the model
on 256×256 px images with a combination of the MSE and
Sobel losses for 32 epochs with a learning rate of 2e−5 and
a batch size of 24.

IPCV IITM
Title:

Depth-guided Dynamic Filtering Dense Network for
Rendering Synthetic Depth-of-Field Effect

Members:
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