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Abstract
Super-resolution methods in literature has in recent
years been dominated by convolutional neural networks
(CNNs), aiming to learn a direct mapping from a low to
high resolution image. Although successful, these methods
rely on large-scale and high-quality datasets, to learn more
powerful models. The scale of the existing super-resolution
datasets are limiting the performance of current deep and
highly complex architectures. Moreover, current datasets
are severely limited in terms of resolution, prohibiting the
move towards more extreme conditions with high upscaling
factors.
In this paper, we introduce the DIVerse 8K resolution
image dataset (DIV8K). The dataset contains a over 1500
images with a resolution up to 8K. It highly covers diverse
scene contents. It is therefore the ideal dataset for training and benchmarking super-resolution approaches, applicable to extreme upscaling factors of 32× and beyond. The
dataset was employed for the AIM 2019 Image Extreme Super Resolution Challenge.

1. Introduction
Single image super-resolution (SR) aims to estimate a
high resolution (HR) image from an observed low resolution (LR) input. It serves to overcome the resolution limitations of low-cost imaging sensors, while also offering a
solution to enhance the images generated by old devices. In
general, SR is a highly ill-posed problem since many different valid HR images can give rise to the same observed LR
image. The integration of prior information is therefore an
essential part of the super-resolution process.
In the past two decades, a wide range of approaches have
been proposed for integrating prior knowledge to achieve
more realistic super-resolution results. While early attempts
focused on hand-crafted priors [14, 8, 20, 27, 22, 12] cur-

Figure 1. The validation set of the proposed DIV8K dataset.

rent state-of-the-art utilize deep neural networks (DNN)
to directly learn a LR-to-HR mapping from paired data
to capture the relationship between LR and HR image
[5, 6, 15, 16, 18, 7, 2, 3, 10, 13]. Some early approaches
utilize small datasets, such as the 91 training images proposed by Yang et al. [27], to train the SR networks. As later
studies found such data to be insufficient for the training of
complex neural networks, the size of the utilized datasets
have gradually grown.
The current largest dataset in the literature aimed for
super-resolution is the DIV2K [1], which contains 800
training images in 2K resolution. It has been employed in
most current state-of-the-art techniques [21, 23, 4, 18, 24].
However, as current work is pushing the limits in conventional scenarios, there is a need to move towards more ex-

Extreme SR Challenge. The task in this challenge is to enlarge the spatial resolution of input LR image with a scale
factor of 16×. The challenge contains two tracks that evaluate the results from two different aspects. In Track 1:
Fidelity the methods are compared with the conventional
PSNR index. While in Track 2: Perceptual, we focus on
the perceptual quality of the SR results. This paper also
analyzes SR results, on the DIV8K data, provided by the
participants of AIM 2019 Extreme SR Challenge, as well
as those of representative baseline methods.

2. Proposed DIV8K Dataset
Through the ever increasing amount of pixels in modern
cameras, ultra high definition images have become widely
available. These images can be very useful to train SR
models, as they allow the training with large upscaling factors. For this purpose we propose the novel DIV8K dataset,
which contains RGB images with diverse contents. This
dataset is aimed towards for research within various aspects
of image super-resolution.

Figure 2. The testing set of the proposed DIV8K dataset.

treme settings and higher scale factors. Current datasets are
severely restricted by their resolution, rendering them unsuitable for training networks aiming for upsampling factors
much above 4×.
In this paper, we address the limitations of current superresolution datasets by introducing the novel DIV8K dataset
of DIVerse 8K resolution high quality images collected
from Internet. The training set of DIV8K contains over
1500 images with a horizontal resolution between 5760 and
7680 pixels. The validation and test sets each contain 100
images with a horizontal resolution of 7680 pixels. With
such a large-scale and high-resolution dataset, DIV8K is
the ideal testing bed for developing and evaluating SR networks. Moreover, since the images in the DIV8K dataset
are of much higher resolution than in existing datasets,
DIV8K can directly be used to train SR networks with much
higher scale factors, such as 16× and 32×.
Based on the DIV8K dataset, we organized the first extreme super-resolution challenge, namely the AIM 2019
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Table 1. Number of images in the proposed DIV8K dataset for
each split and maximum horizontal or vertical resolution.

Collection We manually crawled the in total 1504 images
from the Internet, paying special attention to image quality.
The dataset only contains high quality images with very little corruptions. Furthermore, we ensured that the images
are free to use and come from a diverse set of sources (websites and cameras).
Resolution and Partitions The DIV8K dataset contains
300, 937 and 467 images with a maximum vertical or horizontal resolution of 7680, 6720 and 5760 pixels, respectively. All images were cropped to have a resolution that
is divisible by 32, allowing the usage for upscaling factors
of ×16 and ×32 without further processing. We randomly
partitioned the 300 images in the first category into three
equally sized sets. Two of these sets are then used for testing and validation, while the other set is combined with the
remaining images to create the training set. Therefore, the
dataset includes a training set with 1304 images as well as a
validation and a test set with 100 images each. A summary
over the DIV8K dataset statistics is provided in table 1.
Quality and Diversity We only selected high quality images, most of which were originally above 40M pixels.
To remove corruptions such as sensor noise and compression artifacts we downsampled the images by factors of
×1 ∼ ×2, depending on the initial quality of the image.
The images were collected from various websites, with a
focus on sites that provide freely shared high quality photography. None of the images have copyright restrictions
that prohibit its usage for research. To ensure diversity of
the image contents, only a small part of the images were
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Figure 3. Qualitative comparison between the super-resolved crop achieved by bicubic interpolation and EDSR, with different upscaling
factors. The DIV8K dataset allows for extreme factors, such as ×32, providing new interesting challenges on the field of super-resolution.

found through keywords. However, for these images we
used a diverse set of keywords. The images depict a variety
of scenes and objects, including humans, animals, buildings
and landscapes.

3. AIM 2019 Extreme Image SR Challenge
With the DIV8K dataset, we organized the AIM 2019
Extreme Image Super-Resolution Challenge. The challenge
is the first extreme super-resolution challenge which aims to
super resolve the input images with a large zooming factor
of 16. The Challenge has two tracks: 1) the fidelity track
uses the bicubic downscaling (Matlab imresize, default settings), the most common setting from the recent SR literature, with factor ×16 to generate LR input images; and the
target of the Fidelity Track is to generate super-resolution
results with high fidelity. 2) the perceptual track also uses

the bicubic downscaling (Matlab imresize, default settings)
to generate low resolution images with factor ×16; different
from the fidelity track, the perceptual track aims to generate
super-resolution results with good subjective visual quality.
From more than 100 registered participants in the two tracks
combined, 9 teams entered in the final phase and submitted
results, codes/executables, and factsheets.

3.1. AIM 2019 Extreme SR Challenge Methods
In the AIM 2019 Challenge on Image Extreme SuperResolution [9], most of the submitted solutions are derived
from recent state-of-the-art SR methods. Several teams,
such as AAAttraction, NERCMS, SSRR directly build their
methods with recently proposed building blocks. AAAttraction suggested a network with 20 residual-in-residual
dense (RRDB) block [25]; NERCMS and SSRR utilize

Scale
Method
PSNR
SSIM

×8
Bicubic EDSR
28.91
29.69
.7737
.7936

×16
Bicubic EDSR
26.16
26.94
.7284
.7419

×32
Bicubic EDSR
23.87
24.54
.7055
.7130

Table 2. Quantitative results of super-resolving using bicubic and EDSR on extreme upscaling factors on the DIV8K validation set.

Team

PSNR

SSIM

Run-time

NUAA-404
TTI
SRSTAR
NERCMS
BOE-IOT-AIBD
deepSR
SSRR
AAAttraction
IPCV IITM

26.79
26.74
26.72
26.70
26.59
26.54
26.53
26.07
21.93

0.7289
0.7285
0.7285
0.7281
0.7235
0.7254
0.7246
0.7122
0.6614

30s
80s
25.8s
20.83s
47.11s
60s
40s
19.21s
100s

EDSR
Bicubic

25.96
25.30

0.7146
0.7013

-

Table 3. AIM 2019 Extreme SR Challenge Track 1 results and final
rankings on the DIV8K test set.

the residual channel attention block (RCAB) [28] as their
major building block. Instead of directly utilize recently
proposed building blocks, team BOE-IOT-AIBD, TTI and
SRSTAR modifies existing approaches to achieve faster or
memory more efficient solutions. The solutions by BOEIOT-AIBD and TTI are build upon their previous work of
MultiGridBackProjection network (MGBP) [19] and Deep
Back-Projection Network (DBPN) [11], respectively. The
team SRSTAR adopts dilated convolution in residual blocks
and utilizes the structure of SRResNet [17] to attend the
challenge. There are still some teams propose new building
blocks for extreme SR. Team NUAA-404 introduces adaptive dense connection for better usage of convolutional features, and IPCV IITM proposed a Mixed-Dense Connection Block (MDCB) to enable efficient feature-extraction
and ease the gradient propagation. For more details of different solutions, please refer to the AIM 2019 Image Extreme Super Resolution Challenge report [9]. The results
achieved by different teams will be presented in our experimental section.

squared error, the SSIM is designed to also capture the
statistics of the area around each pixel to provide a better
measure for quality of textures.

4.2. Baselines
In the following we compare our new dataset trained
with EDSR [18] against bicubic upsampling.
Bicubic Standard bicubic upsampling using MATLAB’s
imresize function.
EDSR We use the original EDSR [18] implementation that
trains a ResNet-based model with l1 loss. To adapt the
methods for extreme super-resolution, we changed number
of upsampling units in both EDSR. Therefore we replicated
the upsampler that uses pixel-shuffling. The EDSR model
is trained from scratch exclusively on the DIV8K training
set. We used the training protocol from RRDB [18], employing a total of 1’000’000 iterations with batch size 16.
As learning rate scheduler we used Cosine Annealing with
β1 = 0.9, β2 = 0.99, no warmup steps, and a starting learning rate of lrstart = 2e − 4. As the standard high-resolution
patch-size for EDSR is 128 for ×4 upscaling, we had to
increase it for higher upsampling factors to sustain a meaningful input low-resolution patches. We use a HR patch size
of 256 for ×8 and 512 for ×16 and ×32.

4.3. Baseline Results
We evaluate the aforementioned baseline approaches for
three extreme upscaling factors: ×8, ×16 and ×32. The
results are provided in table 2. The EDSR provides consistently better performance than that of standard bicubic
upsampling. We also privide visual results from this experiment in figure 3. This clearly demonstrates the difficulty of
super-resolving images at such extreme factors.

4.4. AIM 2019 SR Challenge Results

4. Experiments
Here we present Super-Resolution experiments conducted on the introduced DIV8K dataset.

4.1. Metrics
We use the standard Peak Signal-to-Noise Ratio (PSNR)
and Structural Similarity index (SSIM) [26] to analyze the
performance. While the PSNR is based on the pixel-wise

Here, we presents results of the AIM 2019 Extreme
Super-Resolution Challenge [9], which employs the DIV8K
dataset. We only report the PSNR and SSIM values for the
results submitted for the fidelity track. The final results and
rankings on the DIV8K test is presented in table 3. We also
include the baseline Bicubic and EDSR approaches. Team
NUAA-404 achieved the best results in the challenge, with
a PSNR of 26.79.

Acknowledgments
This work was partly supported by ETH General Fund
and by Huawei.

References
[1] Eirikur Agustsson and Radu Timofte. Ntire 2017 challenge
on single image super-resolution: Dataset and study. In The
IEEE Conference on Computer Vision and Pattern Recognition (CVPR) Workshops, July 2017.
[2] Namhyuk Ahn, Byungkon Kang, and Kyung-Ah Sohn. Fast,
accurate, and lightweight super-resolution with cascading
residual network. In ECCV, 2018.
[3] Namhyuk Ahn, Byungkon Kang, and Kyung-Ah Sohn. Image super-resolution via progressive cascading residual network. In CVPR, 2018.
[4] Yochai Blau, Roey Mechrez, Radu Timofte, Tomer Michaeli,
and Lihi Zelnik-Manor. The 2018 pirm challenge on perceptual image super-resolution. In The European Conference on
Computer Vision (ECCV) Workshops, September 2018.
[5] Chao Dong, Chen Change Loy, Kaiming He, and Xiaoou
Tang. Learning a deep convolutional network for image
super-resolution. In ECCV, 2014.
[6] Chao Dong, Chen Change Loy, Kaiming He, and Xiaoou
Tang. Image super-resolution using deep convolutional networks. TPAMI, 38(2):295–307, 2016.
[7] Yuchen Fan, Honghui Shi, Jiahui Yu, Ding Liu, Wei
Han, Haichao Yu, Zhangyang Wang, Xinchao Wang, and
Thomas S Huang. Balanced two-stage residual networks for
image super-resolution. In CVPR, 2017.
[8] William T Freeman, Thouis R Jones, and Egon C Pasztor.
Example-based super-resolution. IEEE Computer graphics
and Applications, 2002.
[9] Shuhang Gu, Martin Danelljan, Radu Timofte, et al. Aim
2019 challenge on image extreme super-resolution: Methods
and results. In ICCV Workshops, 2019.
[10] Muhammad Haris, Gregory Shakhnarovich, and Norimichi
Ukita. Deep back-projection networks for super-resolution.
In CVPR, 2018.
[11] Muhammad Haris, Greg Shakhnarovich, and Norimichi
Ukita. Deep back-projection networks for super-resolution.
In IEEE Conference on Computer Vision and Pattern Recognition (CVPR), 2018.
[12] Jia-Bin Huang, Abhishek Singh, and Narendra Ahuja. Single
image super-resolution from transformed self-exemplars. In
CVPR, 2015.
[13] Yiwen Huang and Ming Qin. Densely connected high order residual network for single frame image super resolution.
arXiv preprint arXiv:1804.05902, 2018.
[14] Michal Irani and Shmuel Peleg. Improving resolution by
image registration. CVGIP, 1991.
[15] Jiwon Kim, Jung Kwon Lee, and Kyoung Mu Lee. Accurate
image super-resolution using very deep convolutional networks. In CVPR, 2016.
[16] Wei-Sheng Lai, Jia-Bin Huang, Narendra Ahuja, and MingHsuan Yang. Deep laplacian pyramid networks for fast and
accurate super-resolution. In CVPR, 2017.

[17] Christian Ledig, Lucas Theis, Ferenc Huszár, Jose Caballero,
Andrew Cunningham, Alejandro Acosta, Andrew Aitken,
Alykhan Tejani, Johannes Totz, Zehan Wang, et al. Photorealistic single image super-resolution using a generative adversarial network. In Proceedings of the IEEE conference on
computer vision and pattern recognition, pages 4681–4690,
2017.
[18] Bee Lim, Sanghyun Son, Heewon Kim, Seungjun Nah, and
Kyoung Mu Lee. Enhanced deep residual networks for single
image super-resolution. CVPR, 2017.
[19] Pablo Navarrete Michelini, Hanwen Liu, and Dan Zhu.
Multigrid backprojection super–resolution and deep filter visualization. In Proceedings of the Thirty–Third AAAI Conference on Artificial Intelligence (AAAI 2019). AAAI, 2019.
[20] Sung Cheol Park, Min Kyu Park, and Moon Gi Kang. Superresolution image reconstruction: a technical overview. IEEE
signal processing magazine, 2003.
[21] Radu Timofte, Eirikur Agustsson, Luc Van Gool, MingHsuan Yang, Lei Zhang, Bee Lim, Sanghyun Son, Heewon
Kim, Seungjun Nah, Kyoung Mu Lee, et al. Ntire 2017 challenge on single image super-resolution: Methods and results.
CVPR Workshops, 2017.
[22] Radu Timofte, Vincent De Smet, and Luc Van Gool. A+:
Adjusted anchored neighborhood regression for fast superresolution. In Asian conference on computer vision, pages
111–126. Springer, 2014.
[23] Radu Timofte, Shuhang Gu, Jiqing Wu, and Luc Van Gool.
Ntire 2018 challenge on single image super-resolution:
methods and results. In CVPR Workshops, 2018.
[24] Xintao Wang, Ke Yu, Shixiang Wu, Jinjin Gu, Yihao Liu,
Chao Dong, Chen Change Loy, Yu Qiao, and Xiaoou Tang.
Esrgan: Enhanced super-resolution generative adversarial
networks. ECCV, 2018.
[25] Xintao Wang, Ke Yu, Shixiang Wu, Jinjin Gu, Yihao Liu,
Chao Dong, Yu Qiao, and Chen Change Loy. Esrgan: Enhanced super-resolution generative adversarial networks. In
Proceedings of the European Conference on Computer Vision (ECCV), pages 0–0, 2018.
[26] Zhou Wang, A. C. Bovik, H. R. Sheikh, and E. P. Simoncelli. Image quality assessment: from error visibility to structural similarity. IEEE Transactions on Image Processing,
13(4):600–612, April 2004.
[27] Jianchao Yang, John Wright, Thomas S Huang, and Yi Ma.
Image super-resolution via sparse representation. TIP, 2010.
[28] Yulun Zhang, Kunpeng Li, Kai Li, Lichen Wang, Bineng
Zhong, and Yun Fu. Image super-resolution using very deep
residual channel attention networks. In Proceedings of the
European Conference on Computer Vision (ECCV), pages
286–301, 2018.

